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Abstract 
 
Clustering is the process of grouping a collection of objects (usually represented as points in a 

multidimensional space) into classes of similar objects. Cluster analysis is a very important tool in data analysis. It 

is a set of methodologies for automatic classification of a collection of patterns into clusters based on similarity. 

Intuitively, patterns within the same cluster are more similar to each other than patterns belonging to a different 

cluster. It is important to understand the difference between clustering (unsupervised classification) and supervised 

classification. Cluster analysis has wide applications in data mining, information retrieval, biology, medicine, 

marketing, and image segmentation. With the help of clustering algorithms, a user is able to understand natural 

clusters or structures underlying a data set.  

 

Index Terms: Apriority Algorithm, Association Rule, Customer Relationship Management, Data Mining, Feature 
Selection, Over fitting, Supervised Classification. 

_____________________________________________________________________________________ 
 

1. Introduction 

       Clustering is the process of grouping a collection of objects (usually represented as points in a multidimensional 
space) into classes of similar objects. Cluster analysis is a very important tool in data analysis. It is a set of 

methodologies for automatic classification of a collection of patterns into clusters based on similarity. Intuitively, 

patterns within the same cluster are more similar to each other than patterns belonging to a different cluster. It is 

important to understand the difference between clustering (unsupervised classification) and supervised 

classification. 

 

    Cluster analysis has wide applications in data mining, information retrieval, biology, medicine, marketing, and 

image segmentation. With the help of clustering algorithms, a user is able to understand natural clusters or structures 

underlying a data set. For example, clustering can help marketers discover distinct groups and characterize customer 

groups based on purchasing patterns in business. In biology, it can be used to derive plant and animal taxonomies, 

categorize genes with similar functionality, and gain insight into structures inherent in populations. 
 

       Clustering can be considered the most important unsupervised learning problem; so, as every other problem of 

this kind, it deals with finding a structure in a collection of unlabeled data. A loose definition of clustering could be 

“the process of organizing objects into groups whose members are similar in some way”. It is nothing but the 

grouping of objects where the objects in a cluster are similar to each other and dissimilar to objects in other clusters. 

Clustering is usually based on a distance metric that allows us to assess distances between objects and distances 

between clusters. The distance metrics used are the Euclidean and Kullback–Leibler.  

The main requirements that a clustering algorithm should satisfy are: 

 Scalability 

 Sealing with different types of attributes 

 Discovering clusters with arbitrary shape 

 Minimal requirements for domain knowledge to determine input parameters 

 Ability to deal with noise and outliers 
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 Insensitivity to order of input records 

 High dimensionality 

 Interpretability and usability. 

Typical pattern clustering activity involves the following steps: 

 

1.  Pattern representation (including feature extraction and/or selection),  
2. Definition of a pattern proximity measure appropriate to the data domain,  

3. Clustering,  

4. Data abstraction, and  

5. Assessment of out put 

 

      General references regarding clustering include Hartigan (1975), Jain and Dubes (1988), Kaufman and 

Rousseeuw (1990), Mirkin (1996), Jain, Murty, and Flynn (1999), and Ghosh (2002). A good introduction to 

contemporary data-mining clustering techniques can be found in Han and Kamber (2001). Early clustering methods 

before the ’90s, such as k-means (Hartigan, 1975) and PAM and CLARA (Kaufman & Rousseeuw, 1990), are 

generally suitable for small data sets. CLARANS (Ng & Han, 1994) made improvements to CLARA in quality and 

scalability based on randomized search. After CLARANS, many algorithms were proposed to deal with large data 

sets, such as BIRCH (Zhang, Ramakrishnan, & Livny, 1996), CURE (Guha, Rastogi, & Shim, 1998), Squashing 
(DuMouchel, Volinsky, Johnson, Cortes, & Pregibon, 1999) and Data Bubbles (Breuning, Kriegel, Kröger, & 

Sander, 2001). 

     Data clustering algorithms can be hierarchical or partitional. Hierarchical algorithms find successive clusters 
using previously established clusters, whereas partitioned algorithms determine all clusters at once. Hierarchical 

algorithms can be agglomerative ("bottom-up") or divisive ("top-down"). Agglomerative algorithms begin with each 

element as a separate cluster and merge them into successively larger clusters. Divisive algorithms begin with the 

whole set and proceed to divide it into successively smaller clusters. Two-way clustering, co-clustering or 

biclustering are clustering methods where not only the objects are clustered but also the features of the objects, i.e., 

if the data is represented in a data matrix, the rows and columns are clustered simultaneously. 

    There exist a large number of clustering algorithms in the literature. In general, major clustering algorithms can be 

classified into the following categories. 

 

 

2. Hierarchical Clustering 

 

     Hierarchical clustering builds a cluster hierarchy or a tree of clusters, also known as a dendrogram. Every cluster 

node contains child clusters; sibling clusters partition the points covered by their common parent. Such an approach 

allows the exploration of data on different levels of granularity. Hierarchical clustering can be further classified into 

agglomerative (bottom up) and divisive (top-down) hierarchical clustering. An agglomerative clustering starts with 

one-point (singleton) clusters and recursively merges two or more most appropriate clusters. A divisive clustering 

starts with one cluster of all data points and recursively splits the most appropriate cluster. The process continues 

until a stopping criterion (for example, the requested number of k clusters) is achieved.  

 

    Advantages of hierarchical clustering include (a) embedded flexibility regarding the level of granularity, (b) ease 

of handling of any forms of similarity or distance, and (c) applicability to any attribute types.  Disadvantages of 
hierarchical clustering are (a) vagueness of termination criteria, and (b) the fact that most hierarchical algorithms do 

not revisit once-constructed clusters with the purpose of their improvement. 

 

     One of the most striking developments in hierarchical clustering is the algorithm BIRCH. BIRCH creates a 

height-balanced tree of nodes that summarize its zero, first, and second moments. Guha et al. (1998) introduced the 

hierarchical agglomerative clustering algorithm called CURE (Clustering Using Representatives). This algorithm 

has a number of novel features of general significance. It takes special care with outliers and with label assignment. 

Although CURE works with numerical attributes (particularly low-dimensional spatial data), the algorithm ROCK, 

http://en.wikipedia.org/wiki/Hierarchical
http://en.wikipedia.org/wiki/Partition_of_a_set
http://en.wikipedia.org/wiki/Biclustering
http://en.wikipedia.org/wiki/Data_matrix
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developed by the same researchers (Guha, Rastogi, & Shim, 1999) targets hierarchical agglomerative clustering for 

categorical attributes. 

 

3. Partitioning Clustering 

 

     Given a database of n objects and k, the number of clusters to form, a partitioning algorithm organizes the objects 

into k partitions (k ≤ n), where each partition represents a cluster. The clusters are formed to optimize a partitioning 

criterion, often called a similarity function, such as distance, so that the objects within a cluster are similar, whereas 

the objects of different clusters are dissimilar in terms of the database attributes. Partitioning clustering algorithms 

have advantages in applications involving large data sets for which the construction of a dendrogram is 

computationally prohibitive. A problem accompanying the use of a partitioning algorithm is the choice of the 

number of desired output clusters. A seminal paper (Dubes, 1987) provides guidance on this key design decision. 

The partitioning techniques usually produce clusters by optimizing a criterion function defined either locally (on a 

subset of the patterns) or globally (defined over all the patterns). Combinatorial search of the set of possible 
labelling for an optimum value of a criterion is clearly computationally prohibitive. In practice, the algorithm is 

typically run multiple times with different starting states, and the best configuration obtained from all the runs is 

used as the output clustering. The most well-known and commonly used partitioning algorithms are k-means, k-

medoids, and their variations. 

 

3.1 K-Means Method 

 

    The k-means algorithm (Hartigan, 1975) is by far the most popular clustering tool used in scientific and industrial 

applications. It proceeds as follows. First, it randomly selects k objects, each of which initially represents a cluster 

mean or centre. For each of the remaining objects, an object is assigned to the cluster to which it is the most similar, 

based on the distance between the object and the cluster mean. It then computes the new mean for each cluster. This 

process iterates until the criterion function converges. Typically, the squared-error criterion is used, defined as 
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where E is the sum of square-error for all objects in the database,  p is point in space representing a given object, and 

mi  is the mean of cluster  Ci (both p and  miare multidimensional). 

 

3.2    K-Medoids Method 

 

      In the k-medoids algorithm, a cluster is represented by one of its points. Instead of taking the mean value of the 

objects in a cluster as a reference point, the medoid can be used, which is the most centrally located object in a 
cluster. The basic strategy of the k-medoids clustering algorithms is to find k clusters in n objects by first arbitrarily 

finding a representative object (the medoid) for each cluster. Each remaining object is clustered with the medoid to 

which it is the most similar. The strategy then iteratively replaces one of the medoids by one of the nonmedoids as 

long as the quality of the resulting clustering is improved. This quality is estimated by using a cost function that 

measures the average dissimilarity between an object and the medoid of its cluster. It is important to understand that 

k-means is a greedy algorithm, but k-medoids is not. 

 

4. Density-Based Clustering 

 

     Heuristic clustering algorithms (such as partitioning methods) work well for finding spherical-shaped clusters in 

databases that are not very large. To find clusters with complex shapes and for clustering very large data sets, 

partitioning-based algorithms need to be extended. Most partitioning-based algorithms cluster objects based on the 
distance between objects. Such methods can find only spherical shaped clusters and encounter difficulty at 

discovering clusters of arbitrary shapes. To discover clusters with arbitrary shape, density-based clustering 

algorithms have been developed. These algorithms typically regard clusters as dense regions of objects in the data 

space that are separated by regions of low density. The general idea is to continue growing the given cluster as long 

as the density (number of objects or data points) in the “neighborhood” exceeds some threshold. That is, for each 



International Journal of Emerging trends in Engineering and Development                                                             

Issue 2, Vol.4 (May 2012)                                                                                                               ISSN 2249-6149 
 

 Page 789 
 

data point within a given cluster, the neighborhood of a given radius has to contain at least a minimum number of 

points. Such a method can be used to filter out noise (outliers) and discover clusters of arbitrary shape. DBSCAN 

(EsterKriegel, Sander, & Xu, 1996) is a typical density-based algorithm that grows clusters according to a density 
threshold. OPTICS (Ankerst Breuning, Kriegel, & Sander, 1999) is a density-based algorithm that computes an 

augmented cluster ordering for automatic and interactive cluster analysis. DENCLUE (Hinneburg & Keim, 1998) is 

another clustering algorithm based on a set of density distribution functions. It differs from partition-based 

algorithms not only by accepting arbitrary shape clusters but also by how it handles noise. 

 

 

5. Grid-Based Clustering 

 

    Grid-based algorithms quantize the object space into a finite number of cells that form a grid structure on which 

all the operations for clustering are performed. To some extent, the grid-based methodology reflects a technical 

point of view. The category is eclectic: It contains both partitioning and hierarchical algorithms. The main advantage 
of this method is its fast processing time, which is typically independent of the number of data objects, yet 

dependent on only the number of cells in each dimension in the quantized space. Some typical examples of the grid-

based algorithms include STING, which explores statistical information stored in the grid cells; Wave Cluster, 

which clusters objects using a wavelet transform method; and CLIQUE, which represents a grid and density-based 

approach for clustering in a high-dimensional data space. The algorithm STING (Wang, W., Wang, J., & Munta, 

1997) works with numerical attributes (spatial data) and is designed to facilitate region-oriented queries. In doing so, 

STING constructs data summaries in a way similar to BIRCH. However, it assembles statistics in a hierarchical tree 

of nodes that are grid-cells. The algorithm Wave Cluster (Sheikholeslami, Chatterjee, & Zhang, 1998) works with 

numerical attributes and has an advanced multiresolution. It is also known for some outstanding properties such as 

 

 A high quality of clusters,  

 The ability to work well in relatively high-dimensional spatial data,  

 The successful handling of outliers, and 

 O(N) complexity.  

 

    WaveCluster, which applies wavelet transforms to filter the data, is based on ideas of signal processing. The 

algorithm CLIQUE (Agrawal, Gehrke, Gunopulos, & Raghavan, 1998) for numerical attributes is fundamental in 

subspace clustering. It combines the ideas of density-based clustering, grid-based clustering, and the induction 

through dimensions similar to the Apriori algorithm in association rule learning. 

 

6. Model-Based Clustering 

 

      Model-based clustering algorithms attempt to optimize the fit between the given data and some mathematical 
model. For example, clustering algorithms based on probability models offer a principled alternative to heuristic 

based algorithms. In particular, the model-based approach assumes that the data are generated by a finite mixture of 

underlying probability distributions such as multivariate normal distributions. The Gaussian mixture model has been 

shown to be a powerful tool for many applications (Banfield & Raftery, 1993). With the underlying probability 

model, the problems of determining the number of clusters and of choosing an appropriate clustering algorithm 

become probabilistic model choice problems (Dasgupta & Raftery, 1998). This provides a great advantage over 

heuristic clustering algorithms, for which no established method to determine the number of clusters or the best 

clustering algorithm exists. Model-based clustering follows two major approaches: a probabilistic approach or a 

neural network approach. Probabilistic Approach In the probabilistic approach, data are considered to be samples 

independently drawn from a mixture model of several probability distributions (McLachlan & Basford, 1988). The 

main assumption is that data points are generated by (1) randomly picking a model j with probability j τ and (2) 
drawing a point x from a corresponding distribution. The area around the mean of  each distribution constitutes a 

natural cluster. We associate the cluster with the corresponding distribution’s parameters such as mean, variance, 

and so forth. Each data point carries not only its observable attributes, but also a hidden cluster ID. Each point x is 

assumed to belong to one and only one cluster. Probabilistic clustering has some important features. For example, it 

(a) can be modified to handle records of complex structure, (b) can be stopped and resumed with consecutive 

batches of data, and (c) results in easily interpretable cluster system. Because the mixture model has a clear 

probabilistic foundation, the determination of the most suitable number of clusters k becomes a more tractable task. 
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From a data mining perspective, an excessive parameter set causes over fitting, but from a probabilistic perspective, 

the number of parameters can be addressed within the Bayesian framework. An important property of probabilistic 

clustering is that the mixture model can be naturally generalized to clustering heterogeneous data. However, 
statistical mixture models often require a quadratic space, and the EM algorithm converges relatively slowly, 

making scalability an issue. 

 

7. Other Clustering Techniques 

 

       Traditionally, each pattern belongs to one and only one cluster. Hence, the clusters resulting from this kind of 

clustering are disjoint. Fuzzy clustering extends this notion to associate each object with every cluster using a 

membership function (Zadeh, 1965). Another approach is constrained-based clustering, introduced in (Tung, Ng, 

Lakshmanan & Han, 2001). This approach has important applications in clustering two-dimensional spatial data in 

the presence of obstacles. Another approach used in clustering analysis is the Genetic Algorithm (Goldbery, 1989). 

An example is the GGA (Genetically Guided Algorithm) for fuzzy and hard k-means (Hall, Ozyurt, & Bezdek, 
1999). 

 

8. Artificial Neural Networks Approach 

 

      Artificial neural networks (ANNs) (Hertz, Krogh, & Palmer, 1999) are inspired by biological neural networks.  
ANNs have been used extensively over the past four decades for both classification and clustering (Jain & Mao, 

1994). The neural ANNs approach to clustering has two prominent methods: competitive learning and self-

organizing feature maps. Both involve competing neural units. Some of the features of the ANNs that are important 

in pattern clustering are that they  

 

 Process numerical vectors and so require patterns to be represented with quantitative features only,  

 Iinherently parallel and distributed processing architectures, and  

 May learn their interconnection weights adaptively.  

 

        The neural network approach to clustering tries to emulate actual brain processing. Further research is needed 

to make it readily applicable to very large databases, due to long processing times and the intricacies of complex 
data. 

 

CONCLUSION 

 

       This article describes five major approaches to clustering, in addition to some other clustering algorithms. Each 

has both positive and negative aspects, and each is suitable for different types of data and different assumptions 

about the cluster structure of the input. Clustering is a process of grouping data items based on a measure of 

similarity. Clustering is also a subjective process; the same set of data items often needs to be partitioned differently 

for different applications. This subjectivity makes the process of clustering difficult, because a single algorithm or 

approach is not adequate to solve every clustering problem. However, clustering is an interesting, useful, and 

challenging problem. It has great potential in applications such as object representation, image segmentation, 
information filtering and retrieval, and analyzing gene expression data. 

 

FUTURE TRENDS 

 

        Choosing a clustering algorithm for a particular problem can be a daunting task. One major challenge in using a 

clustering algorithm on a specific problem lies not in performing the clustering itself, but rather in choosing the 

algorithm and the values of the associated parameters. Clustering algorithms also face problems of 

scalability, both in terms of computing time and memory requirements. Despite the ongoing exponential increases in 

the power of computers, scalability remains still a major issue in many clustering applications. In commercial data-

mining applications, the quantity of the data to be clustered can far exceed the main memory capacity of the 

computer, making both time and space efficiency critical; this issue is addressed by clustering systems in the 

database community such as BIRCH. 
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 This leads to the following set of continuing research in clustering, and in particular data mining. 

 

 Extend clustering algorithms to handle very large databases, such as real-life terabyte data sets.  

 Gracefully eliminate the need for a priori assumptions about the data.  

 Use good sampling and data compression methods to improve efficiency and speed up clustering algorithms. 

 Cluster extremely large and high-dimensional data. 
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