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Abstract : The current trend in the application space towards systems of loosely coupled 

and dynamically bound components that enables just-in-time integration jeopardizes the 

security of information that is shared between the broker, the requester, and the provider 

at runtime. In particular, new advances in data mining and knowledge discovery, that 

allow for the extraction of hidden knowledge in enormous amount of data, impose new 

threats on the seamless integration of information. Privacy Preserving Data Mining 

(PPDM) addresses the problem of developing accurate models about aggregated data 

without access to precise information in individual data record. A widely studied 

perturbation-based PPDM approach introduces random perturbation to individual values 

to preserve privacy before data is published. The privacy considerations often constrain 

data mining projects. This addresses the problem of association rule mining where 

transactions are distributed across sources. In this paper, we consider the problem of 

building privacy preserving algorithms for one category of data mining techniques, the 

association rule mining where transactions are distributed across sources. We introduce 

new metrics in order to demonstrate how security issues can be taken into consideration 

in the general framework of association rule mining. The methods incorporate 

cryptographic techniques to minimize the information shared, while adding little 

overhead to the mining task. 

 
 

Index Terms : Privacy preserving data mining, Association Rule, Security, Itemset; 

 

*Corresponding author 
 
 



International Journal of Computer Application                                                                  ISSN No:2250-1797 

 Issue 1, Volume 2 ( December 2011) 
 

 Page 2 
 

 
 

1. INTRODUCTION 

 
Data mining technology has emerged as a means of identifying patterns and trends 

from large quantities of data. Data mining and data warehousing go hand-in-hand: Most 

tools operate by gathering all data into a central site, then running an algorithm against 

that data. However, privacy concerns can prevent building a centralized warehouse—data 

may be distributed among several custodians, none of which are allowed to transfer their 

data to another site. 
 

Data mining has been studied extensively and applied widely. Through the use of data 

mining techniques, businesses can discover hidden patterns and rules from a database and 

then employ them to predict about the future. An important scenario of data mining is 

distributed data mining, in which a database is distributed between two (or more) parties 

and each party owns a portion of the data. These parties need to collaborate with each 

other, so that they can jointly mine the data and produce results that are interesting to 

both of them. Privacy concerns are of great importance in this scenario, because each 

party does not want to reveal his/her own portion of the data, although he/she would like 

to participate in the mining. 
 

This paper is concerned with a major category of data mining, namely mining of 

association rules. Look at the transaction database of a supermarket. We may find that 

most of those who buy bread also buy butter. Therefore, ―bread =>butter" which means 
 
\buying bread implies buying butter," is a candidate of association rule. Two metrics are 

defined to measure such a candidate rule: confidence and support. Here confidence 

means the number of transactions where both bread and butter are bought divided by the 

number of transactions where bread is bought. Support means the number of transactions 

where bread and butter are bought divided by the overall number of transactions. A 

candidate is considered a valid association rule if both its confidence and its support are 

sufficiently high. 
 

This paper addresses the problem of computing association rules within such a scenario. 

We assume homogeneous databases: All sites have the same schema, but each site has 

information on different entities. The goal is to produce association rules that hold globally 

while limiting the information shared about each site. Computing association rules without 
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disclosing individual transactions is straightforward. We can compute the global support 

and confidence of an association rule AB => C knowing only the local supports of AB 

and ABC and the size of each database. 
 

Standard algorithms for association rule mining are based on identification of frequent 

item-sets [1]. We say that bread and butter constitute a frequent itemset if, in a sufficiently 

large percentage of transactions, both of them are bought. If all frequent itemsets can be 

computed, then all association rules can be computed easily from the frequent itemsets. 
 

In this paper, we study how to maintain privacy in distributed mining of frequent 

itemsets. That is, we study how two (or more) parties find frequent itemsets in a 

distributed database without revealing each party's portion of the data to the other. We 

will formally specify what we mean by ―privacy". We will also give solutions for two 

major types of data partition, namely vertical partition and horizontal partition 

respectively, and show that our algorithms preserve privacy. 
 

We can easily extend an algorithm such as a priori [2] to the distributed case using the 

following lemma: If a rule has support > k% globally, it must have support > k% on at least 

one of the individual sites. A distributed algorithm for this would work as follows: Request 

that each site send all rules with support at least k. For each rule returned, request that all 

sites send the count of their transactions that support the rule and the total count of all 

transactions at the site. From this, we can compute the global support of each rule and (from 

the lemma) be certain that all rules with support at least k have been found. More thorough 

studies of distributed association rule mining can be found in [3], [4]. 
 

In this paper a solution is presented that preserves secrets such as the parties learn 

(almost) nothing beyond the global results. The solution is efficient: The additional cost 

relative to previous nonsecure techniques is O(number-of-candidate-itemsets x sites ) 

encryptions and a constant increase in the number of messages. 

 

 

A. Private Association Rule Mining Overview 
 
 
 

Our method follows the two-phase approach described above, but combining locally 

generated rules and support counts is done by passing encrypted values between sites. The  
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two phases are discovering candidate itemsets (those that are frequent on one or more 

sites) and determining which of the candidate itemsets meet the global support/ 

confidence thresholds. 
 

The first phase (Fig. 1) uses commutative encryption. Each party encrypts its own 

frequent itemsets (e.g., Site 1 encrypts itemset C). The encrypted itemsets are then passed 

to other parties until all parties have encrypted all itemsets. These are passed to a 

common party to eliminate duplicates and to begin decryption. (In the figure, the full set 

of itemsets are shown to the left of Site 1, after Site 1 decrypts.) This set is then passed to 

each party and each party decrypts each itemset. The final result is the common itemsets 

(C and D in the figure). 
 

In the second phase (Fig. 2), each of the locally supported itemsets is tested to see if it 

is supported globally. In the figure, the itemset ABC is known to be supported at one or 

more sites and each computes their local support. The first site chooses a random value R 

and adds to R the amount by which its support for ABC exceeds the minimum support 

threshold. This value is passed to site 2, which adds the amount by which its support 

exceeds the threshold (note that this may be negative, as shown in the figure.) This is 

passed to site 3, which again adds its excess support. The resulting value (18) is tested 

using a secure comparison to see if it exceeds the Random value (17). If so, itemset ABC 

is supported globally. This gives a brief, oversimplified idea of how the method works. 

Section 3 gives full details. Before going into the details, we give background and 

definitions of relevant data mining and security techniques. 

 
 
 
 
 
 
 
 
 
 
 
 
 
 

Fig. 1. Determining global candidate itemsets. 
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Fig. 2. Determining if itemset support exceeds 5 percent threshold 
 
 

 

2. BACKGROUND AND RELATED WORK 
 
 
 

There are several fields where related work is occurring. We first describe other work in 

privacy-preserving data mining. To the best of our knowledge, Clifton and his students 

were the first to study privacy-preserving distributed mining of association rules/frequent 

itemsets. In [5], Vaidya and Clifton gave a nice algebraic solution for vertically 

partitioned data. However, this solution can leak many linear combinations of each 

party's private data to the other. Furthermore, to process one candidate of frequent 

itemset, its computational overhead is quadratic in the number of transactions. In [6, 7], 

Kantarcioglu and Clifton gave a solution for horizontally partitioned data, which uses 

Yao's generic secure computation protocol as a subprotocol. However, as Goldreich 

pointed out in [8], generic secure computation protocols are highly expensive for 

practical purposes. (In data mining problems, because the input size is huge, they can be 

even more expensive than in other applications.) Furthermore, the solution in [6, 7] only 

works for three parties or more, not for two parties. 
 
Privacy-preserving data mining has been a topic of active study (see, e.g., papers by 

Agrawal and his collaborators [9, 1]). In particular, many papers have addressed the 

privacy issues in mining of association rules/frequent itemsets. Some examples are 
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[10,11,12,13,14]. However, these papers are concerned with privacy of individual 

transactions and/or hiding of sensitive rules, rather than privacy in distributed mining. 

Privacy-preserving distributed mining was first addressed by Lindell and Pinkas [15]. But 

their paper only discusses the classification problem (―classifying transactions into a 

discrete set of categories"), not the association rule problem. 
 
As pointed out in [18], the problems of privacy-preserving data mining can be viewed as 

an application of generic secure computation. Existing protocols for generic secure 

computation [16,17,19,20] can solve such problems in theory. However, these generic 

protocols are highly expensive and therefore it is our goal to design special-purpose 

solutions that are much more efficient for our problems. 

 

 

The other approach uses cryptographic tools to build decision trees [21]. In this work, the 

goal is to securely build an ID3 decision tree where the training set is distributed between 

two parties. The basic idea is that finding the attribute that maximizes information gain is 

equivalent to finding the attribute that minimizes the conditional entropy. The conditional 

entropy for an attribute for two parties can be written as a sum of the expression of the 

form (v1 + v2) x log(v1 + v2). The authors give a way to securely calculate the 

expression (v1 + v2) x log(v1 + v2) and show how to use this function for building the 

ID3 securely. This approach treats privacy-preserving data mining as a special case of 

secure multiparty computation [22] and not only aims for preserving individual privacy, 

but also tries to preserve leakage of any information other than the final result. We follow 

this approach, but address a different problem (association rules) and emphasize the 

efficiency of the resulting algorithms. A particular difference is that we recognize that 

some kinds of information can be exchanged without violating security policies; secure 

multiparty computation forbids leakage of any information other than the final result. The 

ability to share nonsensitive data enables highly efficient solutions. 

 
3. PROBLEM FORMULATION  

 

A.     Association Rule and Frequent Itemset  
 

We adopt the following standard formulation of association-rule mining: Assume that 

I = {I1,…, Im} is a set of literals, which are called items. We call any subset of I an 
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itemset. Assume that T = {T1,…, Tn} is a set of transactions, where each transaction Ti is 

a set of items (i.e., I ּכ Ti). We say that a transaction Ti contains an itemset X if and only 

if X € Ti. An association rule is of the form X => Y , where X and Y are non-empty 

itemsets such that X ∩ Y =Ф . 
 

Such an association rule holds in the transaction set T with confidence α% if α % of 

the transactions containing X also contain Y . Such an association rule has support β% if 

β% of the transactions contain both X and Y . 
 

The major technical problem in association rule mining is frequent itemset 

identification. An itemset is frequent if and only if it is contained by β % of the 

transactions. 

 
 

B.     Matrix Representation 
 

Mathematically, the transaction set T can be represented by a boolean matrix D. Each 

row of the matrix corresponds to a transaction, while each column corresponds to an 

item. A matrix element D(i, j) is 1 if the i
th

 transaction Ti contains the j
th

 item Ij ; it is 0 

otherwise. The following example illustrates how to convert the transaction set T to the 

boolean matrix D. 

 
 
 
 

 Bread Milk Eggs 

    

Transaction 1 Y N Y 
    

Transaction 2 Y N N 
    

Transaction 3 Y Y Y 
    

Transaction 4 N Y Y 
    

 
 

Now the boolean matrix D is 

: 1 0 1 1 0 0 

1 1 1 
 

0 1 1 
 
We define the support count of an itemset as the number of transactions that contain this 
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itemset. Formally, let C be the set of columns corresponding to an itemset. The support 

count of the itemset { Ij | j € C} is S = | {i | for all j € C, D(i, j) = 1}|. Therefore, to decide 

whether the itemset { Ij | j € C} is frequent, we actually need to decide whether S > β%.n 

(where n is the number of transactions). 

 

 

As pointed out in [19], the support count S is essentially the inner product of all columns 

in set C. Because D is a boolean matrix, 
 
S = | {i | for all j €  C, D(i, j) = 1}| 
 

= | {i | ╥ D(i, j) = 

1}| j€C  
 

= ∑ ╥ D(i, j) 

i=1..n j€C  

 
 

( = InnerProduct  j€C Dj); 
 

 

where Dj = (D1,j ,....,Dn,j) stands for the j
th

 column of D. Therefore, the problem of frequent 

itemset mining amounts to comparing this inner product with the threshold β%.n. 

 
 
 
 

C.      Distributed Mining of Association Rules 
 

The above problem of mining association rules can be extended to distributed 

environments. Let us assume that a transaction database DB is horizontally partitioned 

among n sites (namely, S1; S2; . . . ; Sn) where DB = DB1 Ụ DB2 Ụ . . . Ụ DBn and DBi 

resides at side Si (1 ≤ i ≤ n). The itemset X has local support count of X.supi at site Si if 

X.supi of the transactions contains X. The global support count of X is given as X.sup =∑ 
 
X.supi for i=1..n. An itemset X is globally supported if X.sup ≥ s X (∑ i=1..n |DBi |). 

Global confidence of a rule X => Y can be given as{X Ụ Y }.sup/X.sup. 

 
 
 

The set of large itemsets L(k) consists of all k-itemsets that are globally supported. The 

set of locally large itemsets LLi(k) consists of all k-itemsets supported locally at site Si. 

GLi(k) =L(k) ∩ LLi(k) is the set of globally large k-itemsets locally supported at site Si. 
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The aim of distributed association rule mining is to find the sets L(k) for all k > 1 and the 

support counts for these itemsets and, from this, compute association rules with the 

specified minimum support and confidence. A fast algorithm for distributed association 

rule mining is given in Cheung et al. [2]. Their procedure for fast distributed mining of 

association rules (FDM) is summarized below: 

 
 

1. Candidate Sets Generation: Generate candidate sets CGi(k) based on GLi(k-1), 

itemsets that are supported by the Si at the (k _ 1)th iteration, using the classic a priori 

candidate generation algorithm. Each site generates candidates based on the intersection 

of globally large (k - 1) itemsets and locally large (k - 1) itemsets.  

 
 

2. Local Pruning: For each X € CGi(k), scan the database DBi at Si to compute X.supi. If 

X is locally large Si, it is included in the LLi(k) set. It is clear that if X is supported 

globally, it will be supported in one site.  

 

 

3. Support Count Exchange: LLi(k) are broadcast and each site computes the local 

support for the items in ỤiLLi(k).  

 
 
4. Broadcast Mining Results: Each site broadcasts the local support for itemsets in  
 
ỤiLLi(k). From this, each site is able to compute L(k). 
 
 
 
 
 

D.  Commutative Encryption 
 

Commutative encryption is an important tool that can be used in many privacy-

preserving protocols. An encryption algorithm is commutative if the following two 

equations hold for any given feasible encryption keys K1, . . .,Kn € K, any message M, 

and any permutations of i, j: 

 
 
 

EKi1  (. . .EKin (M) . . .)  =  EKj1  (. . .EKjn  (M) . . .) 
 

(3) 
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for all M1,M2€ M such that M1  ≠ M2  and for given k, ε < 1/2
k
 

 
 

Pr(EKi1  (. . .EKin  (M1) . . .)= EKj1  (. . .EKjn  (M2) . . .)) < ε (4) 
 
 
 
4. MULTIPARTY DISTRIBUTED MINING 
 
 

In this section, we demonstrate how to extend our algorithms to multiparty distributed 

mining. To avoid overly complicated notations, instead of presenting general algorithms 

for k parties, we give three-party algorithms for horizontally partitioned data. It is 

straightforward to further extend our algorithms to more parties. 

 

 

4.1. Algorithm for Horizontally Partitioned Data 
 

Suppose that we have the third party C with private input z. The extended algorithm 

has 4 steps. In Step 1, A encrypts x using her own public key and sends it to B. In Step 

2, B computes an encryption of x + y and sends it to C. In Step 3, C computes 

encryptions of (r1(x + y + z - t - 1),…., rn(x + y + z - t - n)) using the homomorphic 

property of F. Then C rerandomizes these newly computed encryptions, repermutes 

them, and sends them to A. In Step 4, A checks the encryptions she received to see 

whether there is one that decrypts to 0. Note that Steps 1, 3, and 4 of the extended 

algorithm correspond to Steps 1, 2, and 3 of algorithm Mine3, respectively. The only 

new step is Step 2, which is also based on the homomorphic property of F. 

 
 
Mine(A, B, C, x, y, z) 
 
A's Input: x € [0, n]; (ks, kp); 
 
B's Input: y € [0, n]; kp; 
 
C's Input: z € [0, n]; kp; 

 

 

Public Input: t € [0, n]. 
 

 

Step 1: 
 
(1.1) A encrypts x: X = Fkp(x; r), where r is picked uniformly at 
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random. (1.2) A sends X to B. 

 
 

Step 2: 
 
(2.1) B computes U, an encryption of u = x + y: U = X Ụ+ Fkp (y, 

0). (2.2) B rerandomizes U. 
 
(2.3) B sends U to 

C. Step 3: 
 
(3.1) For i = 1,… n, C picks ri € M-{0} and computes Vi, an encryption 

of vi = ri(x +y + z - t - i) = ri(u + z – t- i): 
 

Vi = ri  o (U Ụ+ Fkp(z - t – i, 0)). 
 

 

(3.2) For i = 1,..., n, C rerandomizes Vi. 
 
(3.3) C repermutes ~V = (V1,…., Vn) at 

random. (3.4) C sends ~V = (V1,…., Vn) to A. 
 
Step 4: 
 
If one of Vis decrypts to 0, A outputs ―This is a frequent itemset;" otherwise, A outputs 

―This is not a frequent itemset." 

 
 
 
5. CONCLUSION 

 
Cryptographic tools can enable data mining that would otherwise be prevented due to 

security concerns. We have given procedures to mine distributed association rules on 

horizontally partitioned data. We have shown that distributed association rule mining can be 

done efficiently under reasonable security assumptions. We believe the need for mining of 

data where access is restricted by privacy concerns will increase. Examples include 

knowledge discovery among intelligence services of different countries and collaboration 

among corporations without revealing trade secrets. Even within a single multinational 

 

 

company, privacy laws in different jurisdictions may prevent sharing individual data. 

Many more examples can be imagined. We would like to see secure algorithms for 

classification, clustering, etc. Another possibility is secure approximate data mining 
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algorithms. Allowing error in the results may enable more efficient algorithms that 

maintain the desired level of security. In this paper, we study privacy preserving 

algorithms for distributed mining of frequent item- sets. The algorithms provide very 

strong privacy guarantee as defined in cryptography. They have computational overheads 

linear in the number of transactions and therefore are very efficient. 
 

In summary, it is possible to mine globally valid results from distributed data without 

revealing information that compromises the privacy of the individual sources. Such 

privacy-preserving data mining can be done with a reasonable increase in cost over 

methods that do not maintain privacy. Continued research will expand the scope of 

privacy-preserving data mining, enabling most or all data mining methods to be applied 

in situations where privacy concerns would appear to restrict such mining. Also elliptic-

curve cryptography algorithms may be implemented for maintaining higher level of 

security. 
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