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ABSTRACT 

 
Nearest neighbor search is one of the 

most fundamental queries on massive 
datasets, and it has extensive applications 
such as pattern recognition, statistical 
classification, graph algorithms, 
Location-Based Services and online 
recommendations.   

In this report, we propose a new 
searchable scheme, which can efficiently 
and securely enable nearest neighbor 
search over encrypted data on untrusted 
networks. Specifically, we modify the 
search algorithm of nearest neighbors 
with hybrid structures i.e Skip Graph-KD 
Tree, where the modified algorithm 
adapts to lightweight cryptographic 
primitives (e.g., Order-Preserving 
Encryption) without affecting the original 
faster-than-linear search complexity. We 
address all the limitations in the previous 
works while still maintaining correctness 
and security. Moreover, our design is 
general, which can be used for secure k-
nearest neighbor search, and it is 
compatible with other similar tree 
structures.  

Index Terms: Skip Graph KD Tree, 
Nearest Neighbor Search. 

 

1. INTRODUCTION 

 
Motivations. Nearest neighbor can find 

the closest point from a massive dataset 
based on a given query point. It is one of the 
most fundamental functionalities for big 
data analytics, and can be widely used in 
many applications [1], such as pattern 
recognition, statistical classification, graph 
algorithms, Location-Based Services, spatial 
data, DNA sequencing, online 
recommendation, and etc. For instance, a 
Foursquare user can find her nearest friend 
by distance from a location check-in dataset; 

a medical researcher can evaluate the best 
matching DNA sequences based on genomic 
datasets; Netflix or YouTube can 
recommend relevant movies or videos to a 
user based on the watching histories of 
millions of users. 
 

With the dramatic increase on the scale of 
datasets (e.g., people create over 2.5 × 10

15
 

bytes of data per day according to the recent 
study of IBM [2]), it is emerging for 
companies and organizations, even major 
ones (such as NASA, Netflix, Expedia, and 
Comcast [3]), to outsource their massive 
datasets to public cloud services, such as 
Amazon, IBM, Google etc. Therefore, it is 
common and necessary for those companies 
and organizations to analyze their 
outsourced massive datasets with regular 
search techniques, including nearest 
neighbor search, to discover new features 
among data. However, due to legal and 
commercial reasons or the sensitivity of data 
itself, it is often a strong requirement for 
public clouds to search and analyze on 
encrypted data without revealing the privacy 
of data outsourced by those companies and 
organizations [4]. 
Many searchable encryption schemes [4]–
[9] have been proposed to enable different 
search functionalities over encrypted data 
without losing privacy to untrusted cloud 
servers. However, most of them still focus 
on keyword search (e.g., by using inverted 
indices and relying on equality checking), 
which are not compatible with advanced 
queries, such as nearest neighbor search. 
Several solutions [10]–[13] have been 
proposed to particularly support nearest 
neighbor search on encrypted data, 
Unfortunately, these solutions still face 
significant limitations, such as requiring 
huge local indices [10], failing to support 
queries in higher dimensions [12], asking 
extensive client-to-server interactions [11], 
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or building on the assumption of two non-
colluding servers [13]. More importantly, 
due to these limitations, the efficiency of 
these schemes is still far from practice for 
real applications. 
 

Challenges. Intuitively, to directly solve 
the problem of searching nearest neighbors 
on encrypted data, we need to first compute 
a distance from the query point to a data 
point, then compare this distance with other 
ones, and finally retrieve the data point with 
the minimal distance to the query point. To 
avoid unnecessary client-to-server 
interactions and keep the search process 
efficient, all these operations are preferred to 
be carried out continuously in the cipher text 
domain. In other words, we need a secure 
encryption primitive that can continuously 
evaluate compute-then-compare operations 
in the cipher text domain to enable secure 
nearest neighbor search. 
 

Theoretically speaking, Fully 
Homomorphic Encryption (FHE) [14] or 
Garbled Circuits (GCs) [15] can support the 
compute-then-compare operations on 
encrypted data. However, the inefficiency of 
FHE is still a major concern for real 
applications. While the use of GCs requires 
huge interactions and communication 
overheads between the client and the server, 
especially for large-scale circuits. Besides, 
GCs can only be used once in general [16], 
which are not suitable for supporting a huge 
number of queries in search applications. 
 

On the other hand, existing efficient 
encryption primitives can normally support 
a single type of operations in the cipher text 
domain. For instance, Order-Preserving 
Encryption (OPE) [17]–[19] can only 
evaluate comparisons; Additive 
Homomorphic Encryption (e.g., Paillier 
[20]) can only be applied to additions. 
Moving a step forward, BGN encryption 
[21] or the recent novel approach in [22] can 
support an unlimited number of additions 
and only one multiplication. However, these 
primitives alone clearly are not sufficient to 
solve the secure nearest neighbor search 

problem (i.e., compute-then-compare 
operations) directly. Some recent work [23] 
leverages two-party computation with 
intensive interactions to support compute-
then-compare operations on encrypted data 
in the applications of ranking and machine 
learning. Unfortunately, how to efficiently 
enable this type of operations over encrypted 
data on a single server with no interactions 
is still unknown. The lack of an efficient 
encryption primitive to evaluate compute-
then-compare operations (with the single-
server setting) is also the essential reason to 
interpret the limitations in those previous 
secure nearest neighbor search solutions 
[10]–[13]. Therefore, it is fair to say that 
designing a practical and secure nearest 
neighbor search while addressing the 
limitations of previous works remains open. 
 

Our Contributions. In this report, we 
solve the preceding challenging task by 
taking another novel route. Specifically, 
instead of proposing secure but efficient 
encryption primitives supporting compute-
then-compare operations on cipher texts 
with the single-server setting, which seems 
to be out of the reach of cryptography at 
this moment, we modify the algorithm of 
nearest neighbor search in skip graph data 
structures hybrid with KD trees  by 
simplifying operations, so that the modified 
algorithm adapts to some existing 
lightweight encryption primitives (e.g., 
OPE [17]–[19]), where evaluating 
comparisons alone on encrypted data is 
sufficient for us to efficiently and correctly 
find nearest neighbors. As a consequence, 
our scheme overcomes all the limitations in 
the previous works, and outperforms these 
solutions in terms of efficiency. A high-
level comparison among our scheme and 
previous solutions is described in Table I 
(note that at least one round of interactions 
is counted for each scheme in the table, 
where a client submits a query and a server 
returns results.). The main contributions of 
our scheme are summarized as below: 
 

• We propose a new searchable 
encryption scheme for fast and secure 
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nearest neighbor search by leveraging 
Skip graph KD-trees and OPE. Our 
scheme is also compatible for secure k-
nearest neighbor search in general. In 
addition, we rigorously analyze the 
security of our scheme, which can be 
deduced to the ideal security [18] of 
OPE. 

 
• We modify the algorithm of nearest 

neighbor search in Skip Graph KD 
trees, such that the search complexity of 
finding nearest neighbors still achieves 
faster than linear search (with regard to 
the number of data records in massive 
datasets). In other words, this 
modification can enable efficient 
nearest neighbor search on encrypted 
data, but does not affect the search 
complexity compared to the original 
algorithm. Moreover, the design 
methodology is general, which can also 
be applied to other similar tree 
structures, such as KD tree [1] and 
quadtrees [1]. 

 
 

 
 
II. RELATED WORK 

 
As we stated before, most of the 

searchable encryption schemes [4]–[9] still 
focus on keyword search, which are not 
suitable for handling nearest neighbor 
search. In this section , we review some 
existing schemes that can particularly 
support secure nearest neighbor search, and 
further explain their limitations in detail. 

 
Specifically, Wong et al. [10] proposed a 

scheme to support nearest neighbor search 

on encrypted data by introducing 
Asymmetric Scalar Product Preserving 
Encryption (ASPE). However, this scheme 
can only achieve linear search regarding to 
the number of data records. Moving a step 
forward, Hu et al. [11] designed another 
scheme by using tree structures and ASPE, 
where its search complexity is faster than 
linear. Unfortunately, the client, who 
submits search queries, needs to perform a 
large number of interactions as much as the 
height of the tree O(log n) (i.e., one round of 
client-to-server interactions at each tree 
level). In addition, this scheme requires the 
client to maintain a local index, which could 
consume a huge amount of local storage. 
 

Yao et al. [12] designed another faster-
than-linear solution by taking the advantage 
of special partitions and Voronoi Diagram 
[1]. Similar as the preceding solution [11], it 
also requires the client to maintain a copy of 
the large-size index locally. Moreover, this 
scheme cannot support data records where 
the number of dimensions is greater than 
two. Elmehdwi et al. [13] presented a new 
scheme for secure nearest neighbor search 
on encrypted data. But it only achieves 
linear search and it is based on the 
assumption of two non-colluding server 
model, which is not practical. Besides, the 
heavy cryptographic and blinding operations 
between the two servers in [13] significantly 
slow down the entire search process. 
 

Unlike the model of the above schemes, 
Qi et al. [25] considered secure nearest 
neighbor search between two parties, where 
each party possesses and manages its own 
database. More specifically, the two parties 
are able to collaboratively compute the 
results based on the two private databases 
without revealing confidential data to each 
other. Unfortunately, this scheme is 
designed based on Secure Multiparty 
Computation [26], which is not efficient for 
large datasets. 
 

A couple of works [27], [28] also studied 
secure nearest neighbor search particularly 
in Location-Based Services by taking the 
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advantages of Private Information Retrieval 
(PIR) [29]. However, these solutions only 
protect query privacy but not data privacy. 
Besides, the inefficiency of PIR dramatically 
increases the total search time. 
 
III.PROBLEM STATEMENT 
 
A. System Model 
 

As we can see from Fig. 1, the system 
model of our scheme includes a client and a 
cloud server. This client outsources its data 
to the cloud server in order to save storage 
overhead. Meanwhile, it also wants to query 
its outsourced data later for data analytics 
purposes. In this paper, we focus on nearest 
neighbor search (referred to as NN search or 
kNN search in general), where each data 
record (as well as an NN query) is 
essentially a multi-dimensional point. 
 
The cloud server is honest-but-curious to the 
client. More concretely, the cloud server 
provides reliable data and query services, 
but it is curious about data and queries. 
Considering the possible privacy leakage in 
the public cloud, the client encrypts its data 
before outsourcing and also encrypts its 
queries before submitting to the cloud 
 
 

 
        Figure 1. The system model includes a client and 
a cloud server 
 
 B.  Definitions of NNSE 
 

Based on the preceding system model, we 
now describe the definition of a Nearest 

Neighbor Searchable Encryption (NNSE). In 
order to achieve faster-than-linear search 
regarding to the number of data records in 
the outsourced dataset, a tree structure is 
used to index all the data records in the 
following definition. Each data record or an 
NN query is a point of data space ∆

w
 T, 

where w denotes the number of dimensions 
and T denotes the size in each dimension. 
Without loss of generality, we assume each 
dimension has the same size T . 
 

Definition 1: (Symmetric-Key Nearest 
Neighbor Searchable Encryption). A Skip 
Graph KD tree-based symmetric-key NNSE 
is a tuple of five polynomial-time algorithms 
Π = (GenKey, BuildTree, Enc, GenToken, 
Search) such that: 
 

• SK ← GenKey(1
λ
): is a probabilistic 

key generation algorithm that is run by 
the client to setup the scheme. It inputs a 
security parameter λ, and outputs a 
secret key SK. 

• Γ← BuildTree(D): is a deterministic 
algorithm run by the client to build a 
tree to index data records. It inputs n 
data records D = {D1, ..., Dn}, where 
each data record 

 
Di = (di,1, ..., di,w ) is a point of ∆

w
 T, and 

outputs a tree = {D1, ..., Dn, B1, ..., Bm, 
P}, where Di is a leaf node, for 1 ≤ i ≤ n, 
and Bj is a non-leaf node, for 1 ≤ j ≤ m, 
and P is the set of pointers covering all 
the parent-child relations in tree Γ. 

• Γ
 ∗ ← Enc(SK, Γ ): is a deterministic 

(possibly probabilistic) algorithm run by 
the client to encrypt a tree. It inputs a 
secret key SK, a tree   , and outputs an 
encrypted tree 

 
Γ

 ∗ = {[D1], ..., [Dn], [B1], ..., [Bm], P}, 
where [Di] is an encrypted  leaf node, 
for 1 ≤ i ≤ n, [Bj ] is an encrypted non-
leaf node, for 1 ≤ j ≤ m, and P is the set 
of pointers covering all the parent-child 
relations in tree Γ ∗. 

 
• TK ← GenToken(SK, Q): is a 

deterministic (possibly probabilistic) 
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algorithm run by the client to generate a 
search token for a given NN query. It 
inputs a secret key SK and an NN query 
Q, and outputs a search token TK. 

 
• I ← Search(Γ

 ∗, TK): is a deterministic 
algorithm run by the server to search on 
an encrypted tree. It inputs an encrypted 
tree Γ

 ∗ and a search token TK, and 
outputs I, a set of identifiers (e.g., 
addresses of data records in the cloud 
server), such that IQ ∈ I, where data 
record DQ is the nearest neighbor of Q 
and it is denoted as NN(Q)=DQ. 

 
In this paper, we use [·] to describe the 

form of cipher texts. For instance, given a 
plaintext x, its cipher text is presented as [x]. 
In addition, a tree (or an encrypted one ∗) is 
described with the combination of a set of 
leaf nodes, a set of non-leaf nodes, and a set 
of pointers indicating all the parent-child 
relations in the entire tree. It is worth to 
notice that the encryption algorithm in the 
preceding scheme only encrypts every node 
(to protect data privacy) in the tree, but keep 
the 
pointers unchanged (so faster-than-linear 
search follows the tree could still be 
functional). As a result, the structure of a 
tree Γ and its encrypted version Γ∗ are 
isomorphic, which can 
be described as Γ ≃ Γ∗. An example is 
described in Fig. 2 
 
The purpose of this search algorithm is to 
retrieve I, a set of identifiers, so that the 
identifier of the nearest neighbor is 
guaranteed in it. The encryption is 
deterministic by default, and it will be 
probabilistic if Enc and GenToken are both 
probabilistic. The correctness of the above 
scheme implies we can always retrieve the 
nearest neighbor from a dataset, which can 
be rigorously presented as below: 
 

Correctness. We say that the above tree-
based symmetric-key NNSE Π is correct if 
for all λ ∈ N, all SK output by GenKey(1

λ
, 

∆
w
 T), all Di ∈ ∆

w
 T, all Γ output by 

BuildTree(D), 

all Γ
 ∗  

output  by Enc(SK, Γ ),  all  Q ∈ ∆
w
 

T, all TK output  by GenToken(SK, Q), 
 

• If NN(Q) = DQ, then Search(Γ
 ∗ , TK) = 

I, where IQ ∈ I. C. Security Objectives 
 

The main security objectives of NNSE are 
to preserve both data privacy and query 
privacy from untrusted clouds, which can be 
informally explained as below: 
 

• Data Privacy: Given the ciphertexts of 
two datasets D0 and D1, an adversary 
(e.g., an honest-but-curious cloud) 
cannot distinguish these two datasets. 

 
• Query Privacy: Given the search 

tokens of two NN queries Q0 and Q1, an 
adversary cannot distinguish these two 
queries. 

 
 

IV. PRELIMINARIES 
 

Order-Preserving Encryption. Order-
Preserving Encryption (OPE) [17], [18] is a 
special type of encryption, where the orders 
of ciphertexts are as the same as the orders 
of their plaintexts (e.g., if m1 > m2, then [m1] 
> [m2]). This property can be applied to 
sorting and ranking on encrypted data 
without revealing plaintexts, which are 
extensively used for many secure algorithms 
and applications. The ideal security of OPE 
[17], [18] is defined with indistinguishability 
under Ordered Chosen-Plaintext Attacks 
(IND-OCPA), and it has been recently 
achieved by [18], [19]. 
 

An OPE is stateful [18], and normally 
contains three algorithms, including 
KeyGen, Enc, and Dec, where KeyGen is 
probabilistic and the other two are 
deterministic. Specifically, 
 

• sk ← KeyGen(1
λ
): Given a security 

parameter λ, output a secret key sk. 
 

• [m] ← Encsk(m): Given a plaintext m 
and a secret key sk, output a ciphertext 
[m]. 
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• m ← Decsk([m]): Given a ciphertext [m] 

and a secret key sk, output a plaintext m. 
 
We will leverage OPE and its properties to 
compare the orders of ciphertexts, which can 
correctly evaluate some geometric relations 
on encrypted data and eventually perform 
secure nearest neighbor search with tree 
structures. 
 

Skip Graph KD-tree. A Skip Graph KD-
tree [24] can improve the search efficiency 
of range queries and nearest neighbor 
queries. A Skip Graph KD-tree does not 
theoretically guarantee a good worst-case 
performance (i.e., it is linear in the worst 
case), but it is normally very efficient in 
average on datasets.  
 

The basic idea of building a Skip Graph 
KD -tree is to group nearby objects at the 
same level and include them to a minimal 
bounding box in a higher level of the tree. 
Each leaf node in a Skip Graph KD-tree is a 
point, and each non-leaf node represents a 
rectangle. Nearest neighbor search can be 
efficiently operated on a Skip Graph KD -
tree without linearly scanning all the data 
records. We briefly review the algorithm 
[32] here. More specifically, given an NN 
query, 
 

1) Start from the root node, traverse the 
tree and find the deepest non-leaf node 
that contains this query point; 

 
2) Take the closest point (to the query 

point) among all the leaf nodes of the 
deepest non-leaf node as a temporary 
NN; 

 
3) Generate a temporary circle, where the 

center is the query point and the radius 
is the distance between the query point 
and the temporary NN; 

 
4) Start from the root node, find points 

inside the temporary circle. If no points 
are found, then the temporary NN is the 
nearest neighbor; otherwise, if a point 

is found inside the temporary circle, 
take it as the new temporary NN, 
update (i.e., shrink) the temporary 
circle, and continue to traverse the rest 
of the tree. 

 
A simple example of the above algorithm 

is illustrated in Fig. 3 and Fig. 4. The 
correctness of the above algorithm relies on 
the fact that if there is still a point found 
inside the temporary circle (i.e., indicating 
there is still a point is closer to the center 
than the temporary NN), then the actual 
nearest neighbor has not been found yet. The 
essential reason that queries are faster in 
Skip Graph KD tree is that only the non-leaf 
nodes satisfying certain geometric relations 
(e.g., a non-leaf node contains the NN query 
point in Step 1 or a non-leaf node intersect 
with the temporary circle in Step 4) are 
searched while others can be filtered as early 
as possible during the traversal of the tree, 
which can boost the search efficiency [32]. 
The basic geometric operations used in the 
above algorithm while traversing an Skip 
Graph KD -tree include: 
 

• Whether a point is inside a rectangle 
(requires comparisons, used at a non-
leaf node in Step 1); 

• Whether a circle intersects with a 
rectangle (requires compute-then-
compare operations, used at a non-leaf 
node in Step 4); 

• Whether a point is inside a circle 
(requires compute-thencompare 
operations, used at a leaf node in Step 
4); Note that similar search algorithms 
can also be operated on kd-trees [1] and 
quadtrees [1] to find nearest neighbors. 
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Figure 2 (a) Skip Graph 
 

 
 
Figure 2 (b) Skip Graph representation with KD Tree 

 

 
 
 

V. NEAREST NEIGHBOR 
SEARCHABLE ENCRYPTION 
 
A. Main Idea 
 

We can observe from the last section that, 
the original nearest neighbor search (in 
plaintext) in an Skip Graph KD -tree 
requires compute-then-compare operations 
(e.g., whether a point is inside a circle, and 
whether a circle intersects with a rectangle). 
However, as we stated in Sec. I, efficient 
encryption primitives supporting this type of 
operations are not available at this moment, 
which makes it hard to exactly and 
efficiently follow the nearest neighbor 
search algorithm in an Skip Graph KD -tree 
while considering encrypted data. In order to 
still securely but efficiently search nearest 
neighbors, we propose to simplify 
operations and modify the search algorithm 
in a Skip Graph KD -tree without affecting 
the correctness and complexity of the 
original algorithm. More importantly, the 
modified algorithm adapts to existing 
lightweight encryption primitives, where 
only OPE is needed for the evaluation over 
encrypted data.  
 
Overview of the Modified Algorithm. 
Specifically, given an NN query and an Skip 
Graph KD -tree, once it finds the deepest 
non-leaf node containing the query point and 
locates the temporary NN, instead of 
generating a temporary circle, it further 
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generates a temporary rectangle, where this 
rectangle is a minimal bounding rectangle 
covering the original temporary circle (see 
an example in Fig. 6). And also, instead of 
keeping shrinking the temporary rectangle, 
all the points inside the temporary rectangle 
are immediately retrieved, where the nearest 
neighbor is guaranteed inside the set of these 
retrieved points. As a result, except asking 
the client to generate the temporary 
rectangle locally with one round of 
interaction to the cloud server in the middle 
of the modified algorithm, the rest of the 
operations can all be securely but 
continuously handled by OPE alone in the 
ciphertext domain on the cloud side. 
In other words, the nearest neighbor search 
now has been converted to a two-round 
search, where the first round is to find the 
deepest non-leaf node containing a given 
query point, while the second round is to run 
a rectangular range search to retrieve all the 
points inside the temporary rectangle. An 
example of this modified algorithm is 
presented in Fig. 5 and Fig. 6. Now, the 
basic geometric operations involved in the 
modified algorithm while traversing an Skip 
Graph KD -tree include: 
 
• Whether a point is inside a rectangle 
(needs comparisons, used at a non-leaf node 
in the first round and at a leaf node in the 
second round); 
 
• Whether two rectangles intersect (needs 
comparisons, used at a non-leaf node in the 
second round); 
 
Explanations. The essential reason we favor 
a temporary rectangle instead of a temporary 
circle is that, due to the basic rules in 
geometry, testing whether a point is inside a 
rectangle (or verifying whether two 
rectangles intersect) only involves 
comparisons, which using OPE alone is 
sufficient to evaluate on encrypted data. On 
the contrary, deciding whether a point is 
inside a circle or whether a circle intersects 
with a rectangle requires compute-then-
compare operations. Note that, due this 
change, few additional nodes may need to be 

additionally traversed in this modified 
algorithm compared to the original one (e.g., 
a non-leaf node that does not intersect with 
the original temporary circle but intersects 
with the temporary rectangle, or a leaf node 
that is not inside the original temporary 
circle but is inside the temporary rectangle, 
see examples in Fig. 7). But asymptotically 
speaking, it is obvious that the search 
complexity of this modified algorithm is still 
faster-than-linear in the average case, which 
is the same as the original one. The reason 
we immediately retrieve all the points inside 
the temporary rectangle instead of shrinking 
it is that, shrinking it to a smaller one 
requires generating the encrypted form of a 
new temporary rectangle, which can only be 
done on the client side (with the secret key) 
and will introduce additional rounds of 
client-to-server interactions. Avoiding these 
additional rounds of interactions can 
improve the entire search performance. Our 
experimental results in Sec. VII will show 
that this set of points retrieved by the 
temporary rectangle is only a small portion 
of the entire dataset, and the client can 
calculate the actual nearest neighbor from 
this small portion in plaintext with almost no 
extra cost. 
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B. Scheme Details 
 
Based on the above modified algorithm, we 
describe the details of our encryption 
scheme. For the ease of description, we 
assume each data record (a point) has two 
dimensions (w = 2). A detailed description 
is presented in Fig. 8. Specifically, the client 
generates a secret key in KeyGen, and it 
builds an Skip Graph KD-tree based on a 
dataset in BuildTree. Then, the client 
encrypts each node in the tree with OPE in 
Enc, and outsources the encrypted tree to the 
server. More concretely, each dimension of 
a point is encrypted with OPE independently 
(e.g., given a point Di = (di,1, di,2), its 
ciphertext is [Di] = ([di,1], [di,2]), where 
[di,1] = OPE.Enc sk(di,1) and 
[di,2] = OPE.Enc sk(di,2)). Geometrically 
speaking, since a rectangle can be 
sufficiently represented with two points 

(e.g.,Bj = (Bj 
ll
, Bj 

ur
), where Bj 

ll
 is its 

lower-left corner and Bj 
ur

 
is its upper-right corner), its ciphertext only 
needs to contain the ciphertexts of its lower-
left corner and upper-right corner. Each of 
these two corners is encrypted as a point. 
Because an NN query is basically a point, 
generating a search token in GenToken for 
an NN query is as the same as encrypting a 
point with OPE. Search is essentially a two-
round search as we stated previously. In the 
first round, given a search token [Q] of the 
query point, the server finds the deepest 
nonleaf node [Bdeep] containing [Q]. More 
specifically, starting from the root node of 
encrypted tree Γ∗, if it is a non-leaf node, 
the server tests whether the query point [Q] 
is inside this non-leaf node [B] by 
evaluating Inside([Q], [B]). If it is inside, the 
server continues to traverse the children of 
this non-leaf node. The server will return 
this non-leaf node as the deepest non-leaf 
node [Bdeep] if its children are leaf nodes or 
the query point does not inside any of its 
children. Note that sometimes there may be 
multiple non-leaf nodes are qualified, then 
the server should take the one with the 
deepest level in the tree among those 
qualified non-leaf nodes. After finding the 
deepest non-leaf node [Bdeep], the client will 
retrieve the leaf nodes of [Bdeep], decrypt 
them, decide the temporary NN, and 
generate a temporary rectangle R locally in 
plaintext. The client then encrypts R as [R] 
with OPE, and submits [R] to the server. In 
the second round, given encrypted 
temporary rectangle [R], the server finds the 
points that are inside [R]. More specifically, 
starting from the root node of encrypted tree 
Γ∗, if it is a non-leaf node, the server 
verifies whether the temporary rectangle [R] 
intersects with this non-leaf node [B] by 
evaluating Intersect([R], [B]). If they 
intersect, the server continues to traverse its 
children. While reaching a leaf node, the 
server checks whether this leaf node [D] is 
inside the temporary rectangle [R] by 
evaluating Inside([D], [R]). If it is inside, the 
server returns it to the client. As a result, a 
(small) set of leaf nodes are sent to the client 
after the second round, where these points 
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are all inside the temporary rectangle R and 
the actual nearest neighbor is guaranteed in 
it. And the client can figure out the actual 
nearest neighbor locally and efficiently in 
plaintext. The reason that the nearest 
neighbor is guaranteed and retrieved by the 
second round, is because at least the 
temporary NN will be retrieved, and if the 
temporary NN is not the actual NN, then the 
actual one must be inside the temporary 
rectangle. Note that due to the properties of 
OPE (e.g., if m1 > m2, then [m1] > [m2]), 
the logic of how to test whether a point is 
inside a rectangle in Inside and how to 
predict whether two rectangles intersect in 
Intersect are exactly the same as the ones in 
plaintext by simply leveraging comparisons. 
We present those details in Algorithm 1 and 
Algorithm 2, respectively. 

Figure 8. Details of NNSE 
 
Discussions. It is clear that our scheme 
addresses all the limitations (listed in Table 
I) in the previous secure nearest neighbor 
search. First, our scheme still achieves 
faster-than linear search regarding to the 
number of data records, and it does not 
require the client to maintain any local 

index. Moreover, our scheme can support 
higher dimensions as well by testing 
whether a point is inside a hyper-rectangle 
and checking whether two hyper-rectangles 
intersect, which still 
only need comparisons on encrypted data. In 
addition, our scheme does not rely on the 
strong assumption of two non-colluding 
servers. Moreover, there is only one 
additional client-to-server interaction (i.e., 
generating the temporary rectangle on the 
client side) during the entire search process, 
which makes the total rounds of client-to-
server interactions as 2 compared to O(log 
n) rounds in [11]. 
 
Besides nearest neighbor search we discuss 
in this paper, some other fundamental 
queries studied in recent work, such as 
shortest path [33], circular range queries 
[34], and geometric range queries [35], also 
essentially rely on compute then-compare 
operations. Secure but efficient solutions of 
those queries over encrypted data are not 
straightforward neither. From the high level, 
simplifying (or changing) basic operations, 
modifying original search algorithms, 
applying additional data structures, and 
allowing approximate results are all helpful 
to overcome those problems. Further details 
of these recent solutions can be found in 
[33]–[35]  
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C. Extension to Secure k-Nearest 
Neighbor Search 
Our design can also be simply extended to 
find k-nearest neighbors on encrypted data. 
More specifically, when finding the deepest 
non-leaf node of a given query point, we can 
have an extra constraint, where this deepest 
non-leaf node should contain at least k leaf 
nodes, so that the temporary rectangle after 
the first round will at least contain k points. 
The radius of the temporary circle of the 
temporary rectangle in this case will be the 
distance between the given query point and 
the k-th closest point. 
D. Working with Other Tree Structures 
It is also easy to see that our design 
methodology can also be leveraged in other 
similar tree structures, such as kd-trees [1] 
and quadtrees [1], to securely find nearest 
neighbors. For instance, after applying the 
same adaption of the algorithm of nearest 
neighbor search to a kd-tree, besides 
verifying whether a point is inside a 
rectangle and whether two rectangles 
intersect, it is also necessary to check 
whether one rectangle is fully contained in 
another rectangle while traversing to a non-
leaf node in a kd-tree. Since evaluating this 
extra type of geometry relation also only 
needs comparisons, our methodology is 
obviously compatible. 
 

VI. SECURITY DEFINITIONS AND 
ANALYSES 
 

A. Formal Security Definitions 
 
Leakage Function L. In searchable 
encryption, a leakage function covers 
all the possible leakage being 
revealed during the search process. 
The leakage function on a dataset D 
introduced by query Q can be 
denoted as L(D, Q). 
In our scheme, the leakage function 
contains access pattern (i.e., the 
identifiers of encrypted data that are 
retrieved for each query), size pattern 
(i.e., the total number of encrypted 
data records stored on the server), 
search pattern (i.e., whether a same 
encrypted data is retrieved by two 
different queries), and path pattern 
(i.e., how the search algorithm 
traverse in the tree structure). These 
patterns are the default information 
leakage in tree-based searchable 
encryption schemes [30]. The 
security of data privacy and query 
privacy in our scheme are defined 
below with this leakage function 
under OCPA attacks. 
Definition 2: (IND-OCPA Data 
Privacy) Let Π = (GenKey, 
BuildTree, Enc, GenToken, Search) 
be a deterministic symmetric-key 
NNSE scheme over security 
parameter λ. We define a security 
game between a challenger C and an 
adversary A: 
Init: Adversary A submits two 
datasets D0 and D1 with the same 
length and isomorphic tree structure 
Γ0 ≃ Γ1, where D0 = {D0,1, ..., 
D0,n}, D1 = {D1,1, ..., D1,n}, D0,i, 
D1,i ∈ ∆

w
 T , for 1 ≤ i ≤ n, D0,1, ..., 

D0,n and D1,1, ..., D1,n are all 
distinct, Γ0 ← BuildTree(D0), and 
Γ1 ← BuildTree(D1) Setup: 
Challenger C runs GenKey(1λ) to 
generate a secret key SK and it keeps 
SK private. 
Phase 1: Adversary A adaptively 
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submits a number of requests, where 
each request is one of the two 
following types: 
• Ciphertext Request: On the jth 
ciphertext request, adversary A 
outputs a dataset D′j, where D′j = 
{Dj, ′ 1, ..., Dj,n ′ }, Dj,i ′ ∈ ∆

w
 T, for 

1 ≤ i ≤ n. Challenger C responses 
with an encrypted tree Γ′∗ j = 
Enc(SK,Γ′j), where Γ′ j ← 
BuildTree(D′j) and D′j is subjected 
to 1) Dj, ′ 1, ..., Dj,n ′ are all new 
distinct values; 
 
• Token Request: On the jth token 
request, adversary A outputs an NN 
query Qj, where Qj ∈ ∆

w
 T . 

Challenger C responses with a search 
token TKj = GenToken(SK, Qj), 
where Qj is subjected to 1) L(D0, Qj) 
= L(D1, Qj); AND 2) Qj is a new 
distinct value; Challenge: With D0, 
D1 selected in Init, challenger C flips 
a coin b ∈ {0,1}, computes Γb ← 
BuildTree(Db), and returns Γ∗ b = 
Enc(SK,Γb) to Adversary A. 
Phase 2: Adversary A continues to 
adaptively submit a number of 
requests, which are still subjected to 
the same restrictions in Phase 1. 
Guess: The adversary takes a guess 
b′ofb. We say that Π is secure 
against Ordered Chosen-Plaintext 
Attacks on data privacy if for any 
polynomial time adversary in the 
above game, it has at most negligible 
advantage AdvIND-OCPA-Data Π,A 
(1λ) = Pr[b′ = b] − 12≤ negl(λ), 
where negl(λ) denotes a negligible 
function [36]inλ. 
 

B. Definition 3: (IND-OCPA Query 
Privacy) Let Π = (GenKey, 
BuildTree, Enc, GenToken, Search) 
be a deterministic symmetric-key 
NNSE scheme over security 
parameter λ. We define a security 
game between a challenger C and an 
adversary A: 
Init: Adversary A submits two 
distinct queries Q0 and Q1, where 

Q0, Q1 ∈ ∆
w

T . 
Setup: Challenger C runs 
GenKey(1λ) to generate a secret key 
SK and it keeps SK private. 
Phase 1: Adversary A adaptively 
submits a number of requests, where 
each request is one of the two 
following types: 
 
• Ciphertext Request: On the jth 
ciphertext request, adversary A 
outputs a dataset Dj, where Dj = 
{Dj,1, ..., Dj,n}, Dj,i ∈ ∆

w
 T , for 1 ≤ 

i ≤ n. Challenger C responses with an 
encrypted tree Γ∗ j = Enc(SK,Γj), 
where Γ j ← BuildTree(Dj) and Dj is 
subjected to 
1) L(Dj, Q0) = L(Dj, Q1); AND 
2) Dj,1, ..., Dj,n are all new distinct 
values; 
• Token Request: On the jth token 
request, adversary A outputs an NN 
query Q′j, where Q′j ∈ ∆w 

C.  T . Challenger C responses with a 
search token TK′j = GenToken(SK, 
Q′j), 
where Q′j is subjected to 1) Q′j is a 
new distinct value; 
Challenge: With Q0, Q1 selected in 
Init, challenger C flips a coin b ∈ 
{0,1}, and returns TKb = 
GenToken(SK, Qb) to Adversary A. 
Phase 2: Adversary A continues to 
adaptively submit a number of 
requests, which are still subjected to 
the same restrictions in Phase 1. 
Guess: The adversary takes a guess 
b′ofb. 
We say that Π is secure against 
Ordered Chosen-Plaintext Attacks on 
query privacy if for any polynomial 
time adversary in the above game, it 
has at most negligible advantage 
AdvIND-OCPA-Query 
Π,A (1λ) = Pr[b′ = b] − 1 2 ≤ negl(λ), 
where negl(λ) denotes a negligible 
function in λ. 

D.  
Security Analyses We now analyze 
the security of our scheme by 
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following the preceding security 
games. 
 
Definition 4: Our NNSE is IND-
OCPA data secure as long as OPE is 
IND-OCPA secure. Proof: To prove 
the IND-OCPA data security of ours, 
we simulate the security game 
defined in Def. 2 with an adversary 
A′ from the ideal security game of 
OPE. And then we demonstrate that 
compromising the IND-OCPA data 
security of our NNSE is equivalent 
of compromising the INDOCPA of 
OPE, which contradicts to the 
assumption that OPE is IND-OCPA 
secure achieved by [18].  
Specifically, by following Def. 2, the 
security game of our NNSE is 
essentially simulated by multiple 
instances of OPE (e.g., [mb,i] = 
OPE.Enc(mb,i), where mb,i ∈ {m0,i, 
m1,i}, for 1 ≤ i ≤ q, and q represents 
the total number of OPE instances 
needed in the game). As a result, the 
adversary A′ could distinguish the 
two datasets D0 and D1 as long as it 
could distinguish any pair of two 
messages {m0,i, m1,i}, for 1 ≤ i ≤ q, 
in the security game of OPE. Then, 
we have  
 
   Adv

IND-OCPA-Data 
Π,A (1

λ
) ≤ q · 

Adv
IND-OCPA

 OPE,A′ (1
λ
) (Prop. 1) 

 
                             ≤ q · negl(λ)  
                             ≤ negl′(λ) (Prop. 2) 
 
which proves the IND-OCPA data 
security of our NNSE. Both Prop. 1 
and Prop. 2 used above are described 
below, and further details about these 
two propositions can be found in the 
Katz-Lindell textbook [36]. 
 
Proposition 1: (Union Bound.) The 
repeated application of the union 
bound gives 

                                         

  
for any events E1, ..., Ek. 
 
Proposition 2: For any positive 
polynomial p, if negl1is a negligible 
function, then function negl2(n) 
defined by negl2(n) = p(n) · negl1(n) 
is also negligible. 
Definition 5: Our NNSE is IND-
OCPA query secure as long as OPE 
is IND-OCPA secure. 
Proof: The query security of our 
NNSE can be proved in a similar 
way as the proof of the data security 
analyzed above. We skip further 
details due to space limitations.  
 
Further Security Improvement. Note 
that, there are some other heavy 
primitives (functional encryption, 
e.g., [37]) that can enable 
comparisons over encrypted data 
with even a stronger security 
guarantee (e.g., indistinguishability 
under Selective Chosen Plaintext 
Attacks). We can simply further 
enhance the security of our scheme 
with those primitives under the same 
modified nearest neighbor search 
algorithm we presented for Skip 
Graph KD tree. As a necessary 
tradeoff, although the search 
complexity is still the same, the 
actual search time will increase 
dramatically due to heavy 
cryptographic operations (e.g., 
bilinear pairings) applied in these 
primitives. 
 
VII. PERFORMANCE 
EVALUATION 
 
We now test the performance of our 
scheme. More specifically, we run 
our scheme with C, and evaluate its 
performance by using a (running 
Ubuntu 14.04 with 16 Intel Xeon v2 
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CPU, 30 GB Memory) as a server 
and a laptop (running Ubuntu 14.04 
with 2.5 GHz CPU and 2 GB RAM) 
as a client. OpenSSL is leveraged for 
encryption and decryption involved 
in OPE. Particularly, we leveraged 
the mutual OPE from [18], which 
achieves the ideal security of OPE 
(note that our scheme is a general 
approach where other OPE schemes 
can also be leveraged as the building 
block). AES-ECB-256 is used for 
deterministic encryption utilized in 
OPE. We assume the size of an OPE 
ciphertext is 320 bits (i.e., 256 bits 
for AES-ECB and 64 bits for its 
transit encoding [18]), then the size 
of each encrypted point is 640 bits 
(since each point includes two 
values, i.e., x and y).. We test our 
scheme over this Gowalla dataset 
with different scales of data size. At 
least 20 random NN queries are 
selected and evaluated with each 
scale. 
For each non-leaf node in a Skip 
Graph KD -tree, it has two children.  

  
 
It is extremely efficient when the 
data size is small, but relatively 
inefficient when the number of 
tuples in the dataset reaches 1 
million (e.g., 220). For instance, it 
only requires 0.15 seconds to build a 
tree with 210 tuples; while the tree 
generation time is about 1844 
seconds with 1 million tuples.More 

particularly, our scheme only 
requires a total of 4.15 seconds on 
average to find nearest neighbors 
among 1 million points for a random 
NN query. We also plot the total 
search time in Fig. 9 to demonstrate 
it is faster than-linear. For example, 
when the dataset has 1 million 
tuples, the first round search only 
retrieves 6.2 points in average with a 
cost of 0.50 KB and 0.02 seconds. 
On the other hand, the second round 
returns 3704 points in average with a 
cost of 296.32 KB and 4.13 seconds. 
The first round search time in our 
table includes the time of locating 
the deepest non-leaf node in the tree, 
decrypting its corresponding leafs, 
deciding the temporary NN and 
generating the encrypted temporary 
rectangle. The second round search 
time includes the time of finding the 
leafs inside the encrypted temporary 
rectangle, decrypting those leafs and 
computing the actual NN among 
them. Network delays and 
transmission delays between the 
server and the client are not included 
in Table II It is also obvious that, 
when we increase the size of the 
dataset, the number of points we 
need to retrieve in the second round 
keeps increasing. Although the 
number of points we retrieved in the 
second round is much greater than 
what we originally need for the 
nearest neighbor, which is only a 
single data record, the size of this set 
of these retrieved points is only a 
small portion of the entire dataset. 
Concretely, when n = 220, our two-
round search only needs to retrieve 
0.35% of the entire dataset in 
average in order to find the nearest 
neighbor. By taking this minor 
tradeoff in terms of communication 
overhead, our scheme is extremely 
practical on massive datasets for 
secure nearest neighbor search. 
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VIII.CONCLUSIONS 
 
We design a practical and secure 
nearest neighbor searchable 
encryption by using Skip Graph KD 
tree and Order-Preserving 
Encryption. We address all the 
drawbacks in the previous solutions 
and make secure nearest neighbor 
search practical on massive datasets.. 
Our approach can support secure k-
nearest neighbor search in general, 
and the methodology is also 
compatible with other similar tree 
structures (e.g., kd-trees and 
quadtrees). 
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