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Abstract:  

This paper describes the development of a cross platform crosscorrelation and clustering 

application for neural spike train recordings that will scale seamlessly from use on a 

researchers PC to a high performance computing cluster (HPC). Clusters of neurons are 

identified from the neural recordings using a hierarchical agglomerative clustering algorithm 

applied to the cross correlation data. Finally a cross correlation grid is used to visualise the 

neural clusters with the user navigating through the dataset using a dendrogram depicting the 

identified clusters. The cross correlation algorithm is an “embarrassingly parallel problem” 

that is scaled to cope with a large number of neurons through exploiting multiple compute 

cores both in the setting of a researchers PC or an HPC. This scaling is achieved using MPJ 

Expressa Java implementation of the Message Passing Interface (MPI). 
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1. Introduction 

The study of neurons as the functional component of the nervous system began in 1873 when 

Camillo Golgi developed a staining technique that made them visible to researchers using 

microscopes [1]. Combined with the work of Santiago Ramón y Cajal these scientists laid the 

foundation for the “neuronal doctrine”. At its core this doctrine asserts that the brain is 

composed of individual units that contain specialized features such as dendrites, a cell body, 

and an axon. Since this discovery neural science has developed to study how cognition, 

memory and the higher brain functions emerge from networks of interconnected neurons. 

Communication between neurons in a “neuronal network” is by electro-chemical means and 

it is the study of these electro chemical signals that form the basis of neural scientists‟ 

investigations into the emergent properties of neuronal networks. 

 

2. Neurophysiological Data 

While cognition, memory and the higher brain functions are highly complex, the neuron itself 

is a relatively simple cell dedicated to the production and transmission of electrical signals. A 

neuron accumulates electrical charge from other neurons that have connected to it. Once the 

accumulated charge reaches a threshold the neuron generates an action potential and 

discharges. When a neuron discharges its stored electrical energy it is said to „fire‟ and 

modern recording hardware can record these electrical discharges‟ over time. A single 

discharge event is usually referred to as a spike while a recording over time of these spikes is 

termed a spike train. Spike trains form the basic data for neural science research into both the 

connections between neurons and the data being transmitted within a neuronal 

network.Figure 1 shows a typical spike train recording for three neurons over 500ms (700ms 

– 200ms). Here the horizontal plot denotes the spiking of the neuron over time with a vertical 

line. 
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Figure 1: An example of a typical spike train recording for three neurons over a period 

of 500ms 

 

It has been shown that, each neurons spiking event is essentially identical [2] and therefore 

the individual spikes do not seem to transmit or carry information. Rather the information is 

encoded in the timing and sequence of spikes. This has encouraged researchers to focus on 

the frequency (or inter spike intervals) and the synchrony between spike trains in their 

attempt to decode the information being transmitted. Research has demonstrated that 

synchrony between spike trains is of great importance for information processing in the 

brain [3]. 

 

2.1. Coupling of neurons 

The synchronisation between any two neuron spike trains is dependent on the coupling that 

exists between the neurons within the neuronal network that they are part of. Researchers 

have identified two types of coupling: 

i. Direct coupling and 

ii. Indirect coupling. 

Both types are illustrated inFigure 1. 

 
Figure 2: An example of (i) direct synaptic coupling and (ii) common input coupling 
 

In case (i) neuron A delivers an electrochemical signal directly to neuron B while in case (ii) 

neurons B and C share a common input from neuron A. In each case the resulting spike train 

recordings will show a strong synchronisation (or correlation) between A and B / C while B 

and C will show a weaker correlation reflecting their shared input from A. 

The study of the correlation between multiple spike trains offers the opportunity to map the 

underlying neuronal network structure and interpret the neural code being used to transmit 

information, but faces a considerable computational challenge when its sheer scale is 

considered. 

The human brain is estimated to contain approximately one hundred billion neurons (10
11

) 

with each neuron on average maintaining 7000 connections to other neurons. Even with the 

most modern equipment we lack the ability to simultaneously record the spike trains for this 

many neurons as well as the computational tools to analyse the resulting data. Nevertheless 

the study of smaller neuronal network structures, in detail, is possible through the study of 

synchrony and correlations between spike trains.  

Much data has been recorded in the form of multi-dimensional spike trains where the spiking 

behaviour of an assembly of neurons is simultaneously recorded while being subjected to a 
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stimulus. A common first step in the analysis of this data is the preparation of a cross 

correlation analysis. 

 

3. Cross Correlation 

The process of cross correlation aims to provide a consistent mathematical basis to measure 

the degree of synchrony between multi-dimensional spike trains. Focused on comparing a 

pair of spike train recordings (and hence a pair of neurons) its output is a cross correlogram 

such as that shown in Figure 3. 

 
Figure 3: Example cross-correlogram for two connected neurons 

 

Here we see a strong correlation in spike events at the +5ms position indicating that the two 

spike trains analysed show a highly synchronous spiking pattern separated by 5ms. Such a 

chart is generally referred to as a Pair-wise cross correlogram. 

 

3.1. Pair-wise cross-correlogram 

The creation of a cross correlogram is essentially a two-step procedure involving „binning‟ 

the spike events of the two spike trains into time bins and then preparing a histogram of the 

number of spike events in each time bin. 

The two selected spike trains are assigned the roles of reference spike train and target spike 

train and the binning parameters of bin size and window size are decided upon (for Figure 3 

these where a bin size of 3ms and a window size of 100ms). The binning process involves 

positioning each spike event on the reference spike train at the centre of the time window and 

calculating the number of spikes of the target spike train that fall into each bin as illustrated 

in Figure 4. 

 
Figure 4: An example of a Cross Correlogram calculation using a six-bin window 

 

The result for each bin is summed with the result from all other spike events on the reference 

spike train to generate the data for the histogram plot. If the spiking data exhibits a temporal 

correlation between the two spike trains a statistically significant peak will be seen on the 

histogram plot. 

 

3.2. Peak significance 

A histogram plot with a strong „peak‟ as seen in Figure 3 provides a good indication of a 

temporal correlation between the two neurons spiking patterns.It is however possible to 

obtain false positives due to the high spiking frequency of a spike train. To address this issue 

the cross correlogram data is usually normalised using the Brillinger normalisation and 

confidence interval [4]. 
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Figure 5: Example Brillinger normalised cross-correlogram with confidence interval 

 

The Brillinger technique gives each bin a mean value of one allowing meaningful 

comparisons to be made between spike trains of different lengths. A confidence interval 

based on the data is calculated and any peak lower than this interval is considered to be 

purely random while peaks greater than this interval denote significant correlation. 

Figure 5 shows a Brillinger normalised cross-correlogram with the mean spike bin size of one 

and the confidence interval shown.While a Brillinger normalised cross-correlogram provides 

a reliable indication of neuronal coupling it remains focused on the connectivity between two 

neurons while a functional neuronal network will include many more than two neurons. 

Inevitably the pairwise cross-correlogram is not a suitable visualisation for identifying 

connectivity within any meaningfully sized neuronal network. 

 

3.3. The Cross-Correlation Grid (iGrid) 

This deficiency was first addressed by Walter, Stuart and Borisyuk who created a compact 

visualisation known as iGrid [5] to provide a visual overview of a large set of cross-

correlogram data.  

 

 
Figure 6: Example Correlation Grid showing only significant peaks (bin size 2ms, 

window size 100) 
 

In this visualisation the significant peaks in the cross correlogram data (and their relative 

strength) are encoded using grey-scale squares with white indicating no significant peak and 

black the largest peak in the grid. In Figure 6 we see a cross-correlation grid for a network of 

10 neurons representing some 55 individual cross-correlograms. The initial iGrid 

implementation was further improved upon by introducing a clustering algorithm to re-order 

spike trains within the grid. In Figure 7 we see the same cross-correlation grid presented in 

Figure 6 but this time re-ordered using the clustering algorithm.  
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Figure 7: Example Correlation Grid, showing only significant peaks and clustered (bin 

size 2ms, window size 100) 
 

The two clusters of connected neurons in the test dataset are now clearly visible with neurons 

1, 3, 5 & 7 forming the first cluster while 2, 4 & 6 form the second. The remaining neurons 8, 

9 & 10 show no strong correlation with either cluster. This does indeed mirror the 

interconnections in the test neuronal networkwhich is shown in Figure 8. 

 
Figure 8: Neuron assembly for test data set 

 

Clearly then the cross correlation technique provides a useful means to extract the structure of 

a neuronal network from simultaneous recordings of that networks spiking behaviour. In turn 

knowledge of the network structure permits the researcher to identify which neurons are 

generating/receiving signals in response to the applied stimulus.  

 

3.4. Drawbacks to the cross correlation grid 

While useful the cross correlation grid does present a number of problems to the researcher. 

Most noticeably it still suffers from scalability issues when applied to larger datasets in two 

ways: 

 The computational workload in terms of cross correlation generation and 

normalisation rapidly grows as neuronal network size increases and 

 The available screen space to physically display a cross correlation grid is limited and 

beyond approx. 100 neurons the visual benefit of the grid is lost to the human eye. 

In examining these points we note that the number of cross-correlograms that must be 

generated and normalised for a neuronal network of size𝑛 is given by the equation: 
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𝑛2 + 𝑛

2
 

This function is graphically shown in Figure 9, forneuronal networks of, up to, 2000 neurons. 

A neuronal network of 2000 neurons would require the production and normalisation of 

2,001,000 pairwise cross correlations. Current recording hardware for multi-dimensional 

spike trains can already routinely record neuronal networks in the 1500 – 2000 neuron 

range [6], using Multi-Electrode Arrays (MEA‟s). It is anticipated that a rapid growth in 

recording sizes will occur over the next several years so even a 2000 neuron neuronal 

network recording will soon be seen as relatively small. In addition to the growth in recording 

size in terms of physical neurons recorded the time over which the recordings are made has 

also been growing with durations of 30+ minutes or more becoming increasingly common [7]. 

This has resulted in a marked growth in the number of recorded spike events (or data points) 

to be processed at the cross-correlations binning stage further leading to an increased 

computational workload in creating the pairwise cross-correlation data. 

 

 
Figure 9: Number of required cross correlation calculations for neuronal networks up 

to 2000 neurons in size. 
 

Finally the growth in recorded neurons has also made it impossible to visually display the 

correlation grid in any way that allows meaningful conclusions to be extracted. This can be 

simply demonstrated by contrasting the screen pixels available with the required grid size. 

The modern monitor runs with a typical resolution of 1920 x 1080 pixels providing a visible 

grid of 2073600 in which the display is rendered. However the visualisation of a 2000 neuron 

cross-correlation grid will require at a minimum 4,000,000 pixels even if one pixel 

represented a single grid entry. Thus, in practice, it is impossible to visually extract a useful 

overview of a dataset from a display where a pixel must represent 1.929 datapoints (4000000 

/ 2073600). 

A final drawback of these scaling issues in the iGrid visualisation is the loss of interactivity 

with the user. The original iGrid implementation allowed users to interact with the grid, 

viewing individual cross-correlograms and re-ordering the grid as needed. The growth in 

dataset size often slows these interactions to the point where the benefit to the user is lost. 

Giving these issues of increasing computational load and expanding dataset sizes we must 

conclude that iGrid as originally implemented, while useful, does not scale well for 

application to the datasets produced by modern recording hardware. 
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4. Parallelism 

4.1. Scaling iGrid’s computational elements 

Addressing the scaling issue of the iGrid analysis tool requires: 

1. Managing the computational burden of cross-correlation analysis so that the goal of 

an interactive tool that can be used on a „typical‟ standard PC. 

2. Providing a new visualisation element to provide a meaningful „overview‟ of the data 

set. 

The need to address point one provided an opportunity to employ parallel computation to 

create a data model that would support the interactive iGrid tool. Generally computation 

architectures are categorised using Flynn‟s Taxonomy [8] into the following four 

architectures: 

1. Single instruction, single data stream (SISD) 

2. Single instruction, multiple data streams (SIMD) 

3. Multiple instructions, single data stream (MISD) 

4. Multiple instructions, multiple data streams (MIMD) 

The production of cross-correlogram data is a “Single instruction, multiple data streams” task 

where the computational algorithm is a constant (Single instruction) but the data to be 

operated on repeats (Multiple data streams, with each neuron pair within the dataset being a 

separate data stream). Therefore we can categorise the cross-correlation computation as a 

Single instruction, Multiple data stream (or SIMD) task. It has been noted that such tasks are 

naturally parallelisable but this was not exploited in the original iGrid implementation. Given 

the smaller data set sizes used for the original implementation this did not hinder the 

application however as the application scales this becomes a significant bottleneck. 

Modern computing hardware delivers performance through parallel computation (Multi-Core 

computers and the increasing use of GPU‟s for parallel computation)[9]. Additionally the 

delivery of computing power „in the cloud‟ is now emerging as a new approach to creating 

computationally intensive applications that can draw on additional computation power as 

needed. This growth in the options for parallel processing of large data sets presented a 

variety of options that where considered for scaling the computational portion of the iGrid 

software. In summary the considered options where: 

1. A dedicated processing cluster available to researchers over the web (in the form of the 

Carmen Project‟s Virtual Laboratory [10]). 

2. A cloud based solution such as Amazon Web Services that caters for big data analysis. 

3. A distributed computing / cluster computing solution such as that offered by the Apache 

Hadoop project. 

4. An implementation of the algorithm utilising the MPI – Message Passing Interface 

allowing execution on any computing cluster that supports this standard. 

5. An implementation that exploits the compute capabilities of GPU‟s now being opened up 

by frameworks such as CUDA and OpenCL which are particularly suited to this type of 

problem. 

Our previous work on the VISA project had created a Java based data model suitable for 

representing neural spike trains and the developer undertook to extend this model to support 

the cross-correlation and clustering required for the iGrid software. Initial development was 

aimed at the Carmen Project‟s Virtual Laboratory which provided a service based framework 

that readily supported the existing Java implementation. The service based architecture wraps 

a Java executable that performs the cross-correlation and clustering analysis. The ultimate 

approach adopted was to generate from the wrapped executable a file a cross-correlation data 

file and a file of clustering records derived from the cross correlations. This approach 

separated the naturally parallelizable component of the analysis (the cross-correlation) from 

the serial clustering process. Parallel processing within the Java executable was achieved 
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through the Java Concurrency Framework and the use of multiple threads to exploit multiple 

cores. To cluster the cross correlation resultswe selected a hierarchical (or connectivity based) 

agglomerative clustering solution using complete linkage clustering. The metric used to 

determine the distance between clusters was the Euclidean distance between the most 

significant peak of the crosscorrelogram after Brillinger normalisation. Consideration was 

given to single linkage and average linkage clustering and these remain as options in the 

deployed CARMEN service but complete linkage provided the most accurate identification 

of the underlying neural structure in our simulated networks. Both the cross correlation and 

clustering files where encoded as JSON strings allowing portability of results between 

processing systems. 

While the CARMEN service was successfully implemented it did not realise the speed 

benefits hoped for several reasons. Most noticeably the availability of solely 8 compute cores 

coupled with the overhead of the service wrapper meant a speed increase could not be 

realised. Despite this it served as a useful proof of concept that indicated a more flexible 

system was required. Furthermore encoding the processing results into JSON strings provided 

a portable cross platform format that allowed re-coding of the actual analysis implementation 

without affecting integration with the iGrid software. 

The next phase of development involved identifying a technology that would: 

1. Preserve the benefits of the cross platform nature of Java while 

2. Operatein a timely manner in a cluster computing environment. 

In this case the developers looked to the widely supported Message Passing Interface 

standard (MPI) to provide portability between many high performance computing clusters 

[11].MPJ Express was selected as the implementation of MPI as this provided support for 

operation not only in the „Cluster Configuration‟ typical of many high performance 

computing clusters but also offered a multi-core mode that allowed multiple threads to 

replace the cluster nodes. The use of this mode greatly improves the portability of the MPI 

solution to the cross-correlation generation and neural cluster identification as it permits the 

same MPI implementation of these functions to migrate seamlessly from a user‟s laptop / 

desktop to a high performance cluster computer[12]. This did involve re-coding the cross 

correlation and clustering algorithms‟ to support the MPI standard but fortunately the use of 

JSON strings for encoding results limited the overall changes needed to these two areas. 

The MPI implementation of the cross-correlation and clustering algorithms was initially 

developed on a hyper-threaded 4 core desktop system (providing access to 8 concurrent 

threads) running an Intel Core i7-2600 CPU @ 3.40 GHz. It was subsequently migrated to the 

University of Plymouth High Performance Computer (Fotcluster 1) [13]. This cluster is a 104 

core distributed memory cluster composed of a ViglenHX425Hi HPC combined head and 

storage node plus 12 compute nodes employing a mixture ofDual IntelXeon Quad Core 

E5620 @ 2.4Ghz processors and Dual Intel Xeon Quad Core E5310 @ 1.6Ghz processors. In 

each case the MPJ Framework provided the executing environment for the MPI 

implementations and the speed & performance of the computationally intensive cross-

correlation and clustering algorithms can be seen in the results section. 

 

4.2. Implementing the Algorithm 

Similar to all programs being parallelized, these cross correlation and clustering programs 

will contain both a serial and a parallel element. Initially, it is necessary to decompose the 

problem into steps that (i) can and (ii) cannot be executed in parallel [14]. Both the cross 

correlation and clustering parts of this algorithm are open to parallelization. However, the 

cross correlation portion of the algorithm is a naturally paralisableproblem (also known as an 

embarrassingly parallel problem), whilst the clustering process is considerably more complex 

to implement in parallel. Fortunately the hierarchical agglomerative clustering algorithm, 
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which uses complete linkage, for a 2000+ neuronal network is not a computationally 

expensive process (although as data size increases, it may become so) [15]. The majority of 

the computational workload is in the calculation and normalisation of the 2,000,000+ 

pairwise cross correlations that must be derived for a 2,000+ neuronal network. The efficient 

parallelisation of this component of the algorithm is all about the effective load balancing 

across the compute cores. Ideally, the algorithm should ensure all cores are working at 

maximum capacity [16]. The natural division of the work is into single pairwise cross 

correlationcalculations between two spike train recordings.  

Theoretically, it is possible to apply a finer grained division of the work. This would involve 

parallelisation of the binning operation. RT: for each reference spike trains spiking event 

could be used. Whilst theoretically possible, this option is not feasible due to the large 

number of threads that would be generated and the need to co-ordinate the movement of data 

between them.Note that each reference spike train could include 1000+ individual spiking 

events. Since, this algorithm needs to execute efficiently whether it is executing on a laptop, a 

desktop PC or a HPC, the finer grained parallelisation could not be adopted. Thus, the 

implemented solution is based on a coarser grained, individual cross correlation approach that 

can be effectively deployed across all hardware. 

It should be noted that in the future, the use of laptop and desktop GPUs for general 

computation may lead to a re-evaluation of the coarse grained task parallelism approach. 

Thus, this algorithm would be adapted to exploit the thousands of potential GPU cores made 

available as such hardware and corresponding software becomes available [17]. 

Note that the cross correlation of neuron 1(reference neuron) with neuron 10(target neuron) is 

identical to the cross correlation of neuron10 with neuron 1. Thus, the grid is symmetrical. 

Within the algorithm, each row of the cross correlation grid is processed individually one 

after the other. After processing a row of the correlation grid, the data regarding that 

reference neuron is no longer required. For example: after processing row 1 of the grid, all 

data regarding to the reference neuron 1 is no longer required in the current task.Exploiting 

this property of the correlation grid enables the algorithm to release memory as it executes. 

During testing, this memory management was essential when executing on a laptop/desktop.  

In the solution a queue of pairwise cross correlation tasks are assigned to each available 

compute core. As each row of the grid is processed these queues receive a decreasing number 

cross correlation tasks. Note that queued tasks are delivered to the compute cores via the 

message passing interface as the cores complete previous work. Thus, when all queues are 

eventually emptied, the cross correlation calculations for that row are complete and the data 

of the reference neuron is released from memory. 

 

 
Figure 10: Overview of the parallel cross correlation algorithm 
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The concurrent operation itself consists of deriving the cross correlation bins seen in Figure 4 

and the Brillinger normalisation process shown in Figure 5. The resultant cross correlations 

are stored in memory until a complete row of the grid has been processed. When the row is 

complete, the bin data for this row is saved to a file. Thus, the corresponding memory is 

released so that the next row of the grid can be processed. Note that the cross correlation data 

is encoded as JSON strings in order to maintain system portability. Figure 10 depicts the 

complete process for a grid size of 5.  

Once thiscompute intensive part of the algorithm is complete, multi-core processing queues 

are shut down and serial execution resumes for the clustering calculation. The clustering 

calculation uses an agglomerative, hierarchal clustering technique with complete linkage. 

This technique (see Figure 5) is a bottom-up clustering approach that clusters items based on 

the height of the highest peak in the cross correlogram [15]. The user has the option to set the 

value of a „confidence level‟ which is used to define whether any cross correlation peak is 

significant. Peaks are deemed to be significant when they are higher than this confidence 

level [4].  

This is sufficient to define the relationship between any two „clusters‟ when both clusters 

include a single spike train. In cases where the cluster contains more than one spike train, the 

cross correlation ofeachspike train in the first cluster and every spike train in the second is 

examined. Once again the most significant peak found denotes the strength of the correlation 

between the two clusters (this is known as „Complete Linkage‟ as all cross correlations are 

considered when selecting the most significant peak). Eachrepetition of the clustering 

algorithm merges the two most closely correlated clusters in the dataset. This results in a new 

cluster at each iteration until no more significant peaks exist between the remaining clusters. 

Thus, clustering is complete and the generated clusters are saved to a file. In conjunction with 

the original spike train data file, the cross correlation and clustering files are input to the 

iGrid visualisation. 

 

4.3. Scaling the visualisation elements of iGrid 

The correlated and subsequently clustered dataset is input to the iGrid visualisation tool. 

Once loaded, the tool produces the default initial cross correlation grid plot,as well as, a 

dendrogram plot of the data clustering (refer toFigure 11Figure 11).  

 

 
Figure 11: Dendrogram plot of the first two spike train clusters in a 50 neuron network 
 

The dendrogram is used as navigation tool due to the vast quantity of data. The dendrogram 

is used to select spike trains for inclusion in the iGrid plot. 
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Figure 12: iGrid showing significant cross-correlation peaks in a 50 neuron test dataset 

 

This means that the iGrid provides a detailed view of specific related spike trains. Figure 12 

shows an iGrid plot generated from our test data of 50 neurons recorded over 30 minutes. The 

spike train plot has been ordered to group higly correlated spike train patterns together, thus 

revealing the neuron clusters. 

Error! Reference source not found. shows the associated dendrogram for the same 50 

neuron dataset. Note that the dendrogram identified 28 spike trains that show significant 

correlation in their spiking pattern. These spike trains are connected in eight clusters. The 

remaining 22 spike trains were uncorrelated (and have been filtered out to improve clarity).  

 

 
Figure 13: Dendrogram for 50 neuron test dataset 

 

When this derived (guessed) topology is compared to the original (previously unseen) 

neuronal network, it was correct. The same eight clusters of correlated data are also apparent 

in the iGrid representation in Figure 12. It is essential that this system can scale-up. The 

results of testing its ability to scale-up follows.To measure its success testing will examine its 

performance under various data loads and across various hardware platforms. 
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5. Results –using MPJ Express and a High Performance Cluster 

Performance of the scalable cross correlation algorithm has been tested on both a standard PC 

and on the High Performance Computing Cluster (HPC) at Plymouth University. 

 

5.1 Test Datasets 

Testing was performed using datasets which ranged in size from 50 neurons to 2000 neurons. 

The size, and resulting number of cross correlations performed,of each dataset is shown in 

Table 1. 

Neuron Count Cross Correlations 

50 1275 

100 5050 

150 11325 

200 20100 

300 45150 

400 80200 

500 125250 

1000 500500 

2000 2001000 

Table 1: Dataset sizes and number of cross correlations performed 
 

It should be noted that the HPC is capable of processing larger datasets. The test data was 

limited only by the largest comparable dataset on a standard PC. Note that the 2000 neuron 

network took 8.26 hours to complete while consuming almost all available memory resources. 

 

5.2 Standard PC Results 

Testing of the cross correlation algorithm ona standard PC used the following hardware: 

Item Description 

Processor Intel Core i7-2600 CPU @ 3.40GHz 

Installed Memory 16.0GB 

Operating System Windows 7 Enterprise Service Pack 1 

 

The performance of the application was measured in terms of the number of completed cross 

correlations per second of operation. The results are given in Table 2. 

 

Neuron 

Count 

Cross Correlation 

tasks 

Total Time 

(Sec) 

Per second 

rate 

50 1275 21.84 58.37 

100 5050 83.05 60.81 

150 11325 172.93 65.49 

200 20100 305.34 65.83 

300 45150 680.24 66.37 

400 80200 1201.63 66.74 

500 125250 1872.54 66.89 

1000 500500 7445.04 67.23 

2000 2001000 29744.07 67.27 

Table 2: Total Cross Correlation time and per sec rates for a standard PC 
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5.3 HPC Results 

The High Performance Computer cluster (HPC)at Plymouth University [13]was used to 

demonstrate the scalability of the software. For the purpose of this test 32 of the 104 compute 

cores where made available. This represents a „4x‟ increase in the number of available 

compute cores compared to the standard PC. Performance was measured bythe number of 

cross correlations completed per second. Results are detailed in Table 3. 

Neuron 

Count 

Cross Correlation 

tasks 

Total Time Per second rate 

50 1275 10.51 121.37 

100 5050 29.04 173.89 

150 11325 55.78 203.04 

200 20100 92.85 216.47 

300 45150 196.48 229.80 

400 80200 339.09 236.51 

500 125250 525.23 238.47 

1000 500500 2031.16 246.41 

2000 2001000 8039.12 248.91 

Table 3: Total Cross Correlation time and per sec rates for HPC 
 

5.4. Performance of scaling the algorithm 

As expected the increased availability of compute cores in the HPC results in a marked 

increase in performance. Recall, that the same algorithm is executing in both situations 

without any re-coding. This demonstrates that the platform agnostic algorithm executes in 

both environments, Furthermore, it clearly shows that it also scales as additional resources 

are made available. 

Performance is measured in terms of the number of cross correlations performed per 

second.Table 4shows the result for a standard PC and the High Performance Cluster: 

 
Table 4: Cross correlations per a second Desktop / HPC 

 

As expected the performance of the algorithm flat lines based on the resources made 

available. The desktop system averaged 65 cross correlations per second with networks of 50 

to 2000 neurons. Its performance remained close to this average for all networks of 150+ 

neurons.  

As expected, the HPC makes greater resources available in terms of compute cores and this 

leads to a higher performance. The HPC averaged 212.76 cross correlations per second with 

networks of between 50 and 2000 neurons. However, there was a greater degree of variation 

in the averages.  
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Table 5: Performance variation from mean calculation rate by neuronal network size 

 

Note that the HPC performed better with larger datasets up until its performance flat lined. 

Smaller datasets executed on the HPC suffered from significantly poorer performance, in 

terms of the variation from the mean. 

This is attributed to poor resource utilisation of the HPC‟s compute cores. The HPC reached 

its average performance when the size of the datasets exceeded 200. The HPC continued to 

show a marked performance increase when the size of the datasets exceeded 1000. The 

percentage deviation from the mean performance for both the standard PC and the HPC are 

shown in Table 5. 

 

6. Summary of Results 

This paper has demonstrated this algorithm used to reveal the architecture of neuronal 

networks will scale seamlessly from standard PCs up to large HPCs. The application is 

supported by the hardware agnostic Java language and implements its solution using MPJ 

Express. MPJ Express is a widely used Java implementation of the Message Passing Interface 

standard. This enables parallel computation of the cross correlations to substantially improve 

both the performance and size of datasets that can be analysed. The computational 

performance of this application scales as additional compute cores become available. This 

enables the application to increase performance over time, as future delivery of computing 

power will be through the deployment of larger multi core processing systems (Amdahl's law) 

as well as scaling to exploit the power of current and future HPC environments.  

 

7. Future work 

This work has focused on providing an iGrid implementation in which the computationally 

intensive portions of the grid generation are performed using more modern techniques 

(parallel rather than serial code). The implementation has been re-engineered into a more 

flexible and re-usable form, namely an MPJ Express implementation that scales seamlessly 

from the standard PC to a HPC. Note that this does not exhaust the potential for improving 

the performance of the iGrid analysis of simultaneously recorded spike trains. 

It is anticipated that further performance increases can be realised by utilising the expanding 

field ofGeneral-purpose computing on graphics processing units (GPGPU). Exploiting this 

area would enable an increased dataset size to be analysed by the iGrid application before the 

use of HPC technology becomes necessary. Accordingly it may be possible to realise further 

performance increases (in terms of speed and dataset size) through the application of CUDA 

and OPEN CL. These could be used to solve the computationally intensive cross correlation 

algorithm without needing to involve technologies beyond those common to a standard PC. 

The relatively fixed rate of calculations at 60-68 cross correlations per second on a standard 

PC also indicates that further optimisation of the MPI implementation may be possible as 

significant time is spent in communication. In this case a potentially more efficient 
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distribution of data across compute cores could be further investigated. The existing 

implementation divides data into individual spike trains and delivers those spike trains to the 

compute cores. The drawback of this approach is that the considerable re-transmission of data. 

The alternative strategy would be to divide data into time slices with compute cores being 

responsible for calculating portions of the cross correlation. Subsequently, cores would sum 

up the resulting cross correlation bins for each time slice. This may result in more efficient 

transmission of data to cores at the cost of additional work to produce the final result. 

Whether such an approach will improve performance is under investigation. 
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